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score! . and |Ul|mpax lower than that of SDRS. This is despite the fact that

max

SDRS only has the labels that generate the keys counting toward the storage.

/
max’

If we had used a smaller range; in calculating score only summing over
small values of r, we would get radically different results. SDRS has the
lowest tyax(n, ) for small values of r, and would consequently get the smallest
score, ... Apart from the one errant point for SDRS in the top-right of
Figure 7.8, the rest of the schemes roughly transcribe a curve similar to that
of y ~ \1/—% This curve marks the storage/bandwidth trade-off. The decision
as to which scheme is most efficient is not clear-cut. Before this can be judged,
the centre must work out the relative costs of bandwidth and storage. Once
this is done, then one of the axes can be re-scaled so that the same distance
on either axes represents the same cost. The best scheme is then the one with
the point closets to the origin. If the relative costs are not comparable, then
the centre can limit one cost and minimise the other (as was done for Figures
7.3 and 7.4).

It is worth noting that the Complete Subtree Revocation Schemes on the
a-ary trees perform slightly better than the Forest of Trees Schemes. C'SRS;3
is slightly below Fo7T (same storage), while C'SRS} is closer than Fol5T to
the origin along both axes.

Figure 7.9 is a more general plot than Figure 7.8. Each point is still in

!/

I ax)- But instead of one point for each scheme, we

the form [|U|yax, score
have a line of points marking the progress of the scheme as n grows. The
leftmost points represent n = 2%, 32, 4%, 52 or 62 as appropriate, and the
rightmost points are the same as those in Figure 7.8, i.e. n = 21, 37 45 5% or
6*. A centre could use such a plot to find the most appropriate scheme. By
travelling along any one line until he reaches the first point that corresponds to
a population size equal to or greater than the desired n, he will have the cost of
storage and bandwidth for that particular scheme. By doing this for all lines
in the plot, he will end up with something resembling Figure 7.8. The same
techniques we mentioned for choosing the best scheme will still work: namely
limiting the storage and choosing the scheme with the lowest bandwidth cost,

or vice versa.

There is little variation in the heights of the points (scorel ..) along any
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Figure 7.9: |U|max versus scorel . for a variety of Revocation Schemes over
different values of n.

one line, as each scheme seems to quickly converge to a fixed height either
from above or below. We have already seen that score! . — 1/3 from above
in the case of the Complete Subtree Revocation Scheme. There is a greater
variation in the way the storage grows with n for the different schemes. This
can be explained by looking at the three different groups of scheme we have:
The Forest of Tree schemes, the a-ary tree based schemes and the Subset
Difference Revocation Scheme.

For the Forest of Tree schemes we have the formula |Ul|ya. = logy(n) +
1+ g(l —2)+2 (Formula (5.13)). The g(I — 2) 4+ 2 term is constant for each
scheme, taking the values 0,2, 10 and 34 for CSRS,, Fo3T, FoTT and Fol5T
respectively. This means:

- Ulmax

lim
2% Togy(n)

It also means that the storage increases by the same amount for each scheme as
n increases, and there is a constant offset between the storage of the different
schemes. For example, for the same population n, the difference in |U|pax
between F'ol5T and Fo7T is always 24.
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The corresponding formula for the Complete Subtree Revocation Scheme

on an a-ary tree is:

|

Ulmax = 2“_1—110gan +1 = ——logy(n)+1
Ul = (27— 1) oz, (n) o loEaln)
20—t _ 1
So lim [Ulmax = )
n—oo log,(n) log,(a)

The factor (2°7! — 1)/log,(a) tells us how fast the storage grows, as it is
constant for fixed a. For CSRS on a binary tree (which technically falls into
the categories of both Forest of Trees and a-ary tree scheme), the limit is 1.
All larger values of a give a higher limit: for 3-ary, 4-ary, 5-ary and 6-ary the
limit is 1.89, 3.5, 6.46 and 11.99 respectively. In comparison, all storage for the
Forest of Trees schemes is log,(n) multiplied by 1, but with an added constant
greater than 1. While some of the Forest of Trees schemes will have a higher
storage than some a-ary tree schemes, the higher limit of |U|pax/ logy(n) will
mean that for a high enough n, any Forest of Trees scheme will have lower
storage than any a-ary tree scheme. For example, C'SRS3 has lower storage
than Fol5T for all values of n shown in Figure 7.9, but has greater storage
when logy(n) > 39 or n > 5.48 x 10!, This is much to large for any practical
scheme, being about 100 times the population of the planet!

The storage for the Subset Difference Revocation Scheme is unlike the other
two types of scheme. For any line in Figure 7.9, aside from the one for SDRS,
the points are evenly spaced. In the line for SDRS we can see the distance
between consecutive points increase as the line progresses (towards the right,
i.e. as n increases). All other schemes have storage O(log(n)), while SDRS has
|U | max = 1/21og3(n) +1/21log? (n) + 1, which is O(log?(n)) (s0 |U|max/ logy(n)
does not converge). Because of this higher order of complexity, SDRS will
have the highest storage of these schemes as n gets sufficiently large. For
example, when n = 22° the storage for SDRS is 352, but for n = 6'° (nearest
power of 6) the storage for C'SRSg is 311. This is a very large value for n, but
still within the realms of a actual scheme (it is less than the number of TV or
Internet users in the US).

As was the case with the points in Figure 7.8, there is no clear “best”

scheme. There are some general trends that we can discern. The a-ary
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Figure 7.10: |U|max versus scorel, ..

different values of n.

for a variety of Revocation Schemes over

/

Tax than the Forest of Trees schemes do.

of CSRS (0.55), while the

Fol5T scheme has a score! . greater than the quaternary tree scheme. Even

max

tree schemes provide a lower score

The 5-ary scheme has almost half the scorel ..

though the a-ary schemes have (generally) lower storage than the Forest of
Tree schemes for the parameter sizes in Figure 7.9, the above arguments mean
that for larger values of n that are more likely in an actual deployment of
a Revocation Scheme, the Forest of Trees schemes would have lower storage.

The Subset Difference Revocation Scheme appears to be the worst scheme in

/
max

regards both score! . and storage.

!/

By plotting |U|max versus scorel,..

we get different results, especially with
regard to the Subset Difference Revocation Scheme. In Figure 7.10, we see
that SDRS has a score!, .. between CSRS3 and C'S RSy, which is roughly the

aver

same as F'o7T. This is much lower than score’

max’

both absolutely and relative
to the scores for the other schemes. Like score! .., the values of scorel, .,

/
max

/
aver

quickly level off. Whereas for score the limit was approached from above

and below for different schemes, score tends to a limit from above for all
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schemes. The values of |U|nax are the exact same as in Figure 7.9, so all the
statements made about the storage of the various schemes apply equally to
Figure 7.10. Even though SDRS has |U|max and score.,, ., close to the schemes
CSRSs, CSRS, and Fo7T for small values of n, because of the O(log®(n))
storage, it grows much faster than the others. For larger values of n, SDRS
is one of the schemes furthest from the origin, having either a greater |U|pax

or scorel, .. than all the other schemes.

/

than we had with score .. that tends to a limit slightly
below that of C'SRS5 (instead of above with scorel,,. ) and similarly, Fol5T
tends to a limit slightly below C'SRS,.

It is worth re-stating that these plots are examples of one particular way of

There is a slightly different ordering of the other schemes given by score

/
FoTT has a score,,,,

/
aver”

calculating scorel .. and score Both scores are sums over range;, which we
set to range; = [0, ..., n]. It is more likely that the centre can place limits on
how many revoked /privileged users there will be in the specific implementation
of a scheme. The range of the sum can be correspondingly narrowed when
calculating the scores. Even if the scheme must be set up to allow all possible
values of 7, then the centre will probably have some idea of the likelihood of the
different values and could weight the different values in the sum accordingly.

Having said that, if we were to interpret Figures 7.9 and 7.10 as they are
(i.e. for range; = [0,...,n]), then the Subset Difference Revocation Scheme
would have to one of the least efficient. The higher order storage quickly makes
it more costly than the other schemes for all but the smallest values of n, and
it does not give as low a bandwidth cost (of scorel .. or scorel,..) as some of
the other schemes. This is in stark contrast to conventional wisdom that says
the Subset Difference Revocation Scheme is best of the current schemes ([16],
[4], [2] and [8]). The reasoning for this is that the bound of t,,ax(n,7) < 2r —1
cannot be beaten by any other scheme for small values of r. Our analysis
would suggest that the Complete Subtree Revocation Scheme on an a-ary tree
gives the lowest overall bandwidth cost, but the most efficient in terms of
bandwidth and storage is the Forest of Trees Revocation Schemes. The latter

does not give as low a bandwidth score as the a-ary trees, but they do reduce

the score from that of the Complete Subtree Revocation Scheme, and for much
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less storage cost (at least for large values of n).

7.3.1 Comparing Compression Methods

In comparing the schemes in the last section, we ignored any benefit of using
Compression Methods in the Complete Subtree Revocation Scheme on an a-
ary tree. In order to present as fair a comparison of all the schemes as possible,
we must look at the three methods described in Sections 3.2 and 4.3.3, and
discover how much of a benefit they can be.

The main problem with analysing the Compression Methods is the fact
that they are based on RSA calculations. Since each Master Key is essentially
a number taken modulo an RSA modulus, the size is fixed, or at least bounded
below by the minimum for a secure RSA modulus, e.g. around 1024 bits. We
cannot directly compare these to the establishment keys for another scheme,
as the bit length of the establishment keys is unspecified (but probably smaller
than 1024).

Before we go any further, let us give a brief reminder of the function of the
establishment keys. In the Revocation Protocol, described in Section 2.2, for
any broadcast the message is encrypted under E! (a respected stream cipher)
with a session key. This session key is encrypted several times under E? with
different establishment keys. E? needs to be a secure block cipher, due to the
small size of the input to the encryption function, as well as the requirement
for the keys to be long lived. As far as analysing the storage of the Revocation
Schemes, we are only interested in the key size of E%. For the rest of this
section, we will assume all establishment keys are 128 bits in length. This
is a reasonable length given the requirements, i.e. it is the typical key length
of current block ciphers (e.g. AES). We will also assume all RSA moduli to
be 1024 bits in length. This allows us to compare the explicit storage of the
various schemes.

In Figure 7.11 we have plotted the storage of the Complete Subtree Revo-
cation Scheme on a binary tree using the various Compression Methods. The
z-axis is k or logy(n) and goes up to k = 30 as 2% = 1.07 x 10° is about the
most users we would expect in a scheme. The y-axis is the storage required

of the users in the schemes in kilobytes. There are five graphs in the figure,
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Figure 7.11: Storage (in kilobytes) versus log,(n) for CSRS; (on a binary
tree) with various Compression Methods.

although it is only the discrete points that represent values that would occur
in a actual scheme. There is one line for C'SRS with the keys stored explicitly,
and three for C'SRS using the three different Compression Methods. We also
plot the storage for SDRS, which results in the only curve (storage is pro-
portional to log®(n)). We will be using this curve in later comparisons. The
storage of C'SRS; using Method 1 represented by the completely horizontal
line at 1K' B. This Compression Method only requires the storing of one Mas-
ter Key, so it only depends on the size of the RSA modulus, and is completely
independent of a and n. For all but the smallest values of k, this requires less
storage than storing the keys explicitly, as represented by the gently sloping
line.

The second Compression Method is represented by the steeply sloped line
that has, for the most part, the highest storage. An important observation is
that the storage is consistently higher than that of C'S RS, with the keys stored
explicitly. The purpose of the compression methods is to reduce the amount

of information stored by the users, but in this case Method 2 clearly fails.
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Method 2 requires the user store log,(n) Master Keys (in this case a = 2).
But there are only log,(n) + 1 keys in the scheme and because Method 2 uses
much larger keys, it has a higher cost. We can work out the minimal value
of a in order to have a saving in the storage with Method 2. For the general
case, we will have (27! — 1)log,(n) + 1 keys if they are stored explicitly. So
Method 2 will provide a saving if:
log,(n) x RSA key < ((log,(n))(2*! — 1) + 1) x AES key,
RSA k
that is if log,(n) x Wkg < ((log, (n))(2°" 1 = 1) + 1),

which is satisfied if:

RSA key a1
log,(n) x AES koy < ((log,(n))(2"" = 1)),
ie. 8 <207l 1,
that is a>4.17.

So Method 2 provides actual compression on the stored information for a > 5
(for the given sizes of RSA and establishment keys). We can easily show that
for any other values of a (a = 2, 3, 4) we do not get any compression, assuming
log,(n) > 1. For these values we have 297! —1 < 7, so the explicit storage will
be:

(log,(n)(2* ' —=1) +1) x AES key < (Tlog,(n)+1) x 128
< 8log,(n) x 128
= 1024 log,(n).

For these values, the explicit storage is strictly less than that given by Method
2. So the only values of a that provide compression are a > 5.

Like Method 1, Method 3 only requires that the user store a constant
number of Master Keys for any scheme, namely 2% — 2. This gives us the
second horizontal line in Figure 7.11, only this one is at 2K B. For values
of logy(n) > 16 this results in less storage than storing the keys explicitly.
While it does have twice the storage of Method 1, there are several benefits
of using Method 3 instead. This list of primes in Method 3 is much shorter
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Figure 7.12: Storage (in kilobytes) versus log,(n) for CSRS3 (on a ternary
tree) with various Compression Methods.

than that in Method 1 (and consequently the primes can be smaller). The
operations are also much simpler: no prime generation needed, several small-
sized exponentiations versus one very large-sized exponentiation.

Figure 7.12 shows the storage for the same Compression Methods, only
with a Complete Subtree Revocation Scheme on a ternary tree. It is the
same range of log,(n) from 1 to 30, but because n increases in powers of 3, the
points are spaced further apart. Method 2 still requires more storage than just
storing the keys explicitly, as does Method 3 for all but the largest values of
log,(n). Method 1 stays constant at 1K B, clearly the best in terms of storage.
In Figure 7.13 we jump up to a = 5. We can see how Method 2 reduces the
storage from storing the keys explicitly, while Method 3 is consistently above
both Method 2 and explicit storage.

In Chapter 4 we listed all the requirement of the various Compression
Methods. These included multiplications and modular exponentiations, access
to a public list of primes, and primality testing. What was left unsaid in

these discussions was that when storing the keys explicitly there are no such
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Figure 7.13: Storage (in kilobytes) versus log,(n) for CSRSs (on a 5-ary tree)
with various Compression Methods.

requirements. If in any one case Method 2 requires storing less bits than
Method 3, then an argument could be made that because Method 3 is less
computationally expensive, it could be the more desirable method. No such
argument could be made if any Method requires more bits to be stored than
storing the establishment keys explicitly, as there are no extra costs for the
latter method. Therefore, for these key sizes (RSA and establishment) Method
2 should only be used when a > 5 and Method 3 for a = 2 and n > 26 or
a = 3 and n > 3%, For higher values of a, the value of n at which Method
3 provides a storage saving is far too high. And for all but extremely small
values of n, Method 1 provides a storage saving.

We also plotted the storage for the Subset Difference Revocation Scheme.
The Compression Methods generally give lower storage than SDRS in each of
the figures. This is not very remarkable as the explicit storage of the keys is
lower than SDRS in most cases. The graphs do show the trend of the slope
of the explicit storage; the line gets steeper as a grows. Even at a = 5, the

storage is less than that of SDRS for just slightly more than half of the values
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of logy(n) shown. The explicit storage is ((2** — 1) log,(n) + 1) x |AES key],
which is an order of complexity less than the ~ 1/2log3(n) x |AES key| of
SDRS. This does mean that for log(n) large enough SDRS will have the
greater storage, but for large enough a this would only be a scheme that is too
big to ever occur in practice. Luckily, the slope of the storage for Method 2
follows the reverse trend. It gets more gradual as a increases since it is plotting
log,(n) x |AES key|. So Method 2, and of course Method 1, will give lower
storage than SDRS for large values of a.

7.4 Strategy for choosing a scheme

This chapter has been concerned with the various ways of the Revocation
Schemes we have looked at can be measured and rated. We will summarise
these ideas in the form of a comprehensive strategy for a centre to decide
what scheme to use for a particular application. It is assumed that the centre
knows (or at least has a good approximation of) n, the number of users in the
scheme, and has chosen appropriate encryption algorithms for £ and EZ.
The first step is to check if the computational capabilities of the receivers
will be limited in a way that rules out certain schemes. If the receivers could
not perform RSA calculations, then the Complete Subtree on an a-ary tree
would be possible, but none of the compression methods could be used. Even
if RSA calculations are possible, the processing power available will be finite.
The costs of each compression method (Multiplications and Modular Expo-
nentiations, as summarised in Section 4.3.3) will possibly rule out some of
the compressions methods, and certainly limit which values of a are possible.
The cost of the storage of primes is another consideration, but separate from
|U|max as the primes are public. This cost can either be treated like the com-
putation cost and used to limit the compression methods, or if any type of
storage at the receivers is expensive, then it can be added to |Ulmax to give
the storage costs. The only other scheme that might be ruled out at this stage
is the Subset Difference Revocation Scheme. If the receivers are not capable
of executing the Pseudo-Random Sequence Generator, then the high costs of

explicitly storing the keys would almost certainly make this scheme unfeasible.

226



The next step is for the centre to choose a bandwidth score. This could
be any of the scores mentioned in Section 7.2, or a variant on these. The
score may require knowledge of the expected behavior of the population, or
the expected range of r. But even if this information is available, the most
relevant score is not necessarily the one that uses all the information available,
but the one that most closely reflects the costs of broadcasts. How well the
score does this will have consequences in the final decision.

On choosing an appropriate score, the centre should calculate the points
for a plot similar to Figure 7.8, for all the schemes that passed the first step.
But rather than plotting the bandwidth score against |U|pax, it should plot
it against the explicit storage of either establishment keys (keys for E?) or
Master Keys/Labels in kilobytes. Any public primes can be added to this
storage cost if appropriate.

Before the most apt scheme can be chosen, the costs of bandwidth and
storage must be made comparable. If the bandwidth score the centre picked is
an accurate measure of financial cost, and the storage axis can be re-labelled
to give the storage costs, then the centre need only pick the scheme with a
point closest to the origin. If this is not possible, then the centre would need

to use the decision strategy mentioned earlier:

e Limit either the bandwidth score or storage, and remove all points above

this limit on the appropriate axis

e Choose the remaining point that minimises the distance on the other

axis.

By doing this, the centre either limits the allowable bandwidth cost and

chooses the scheme with the minimum storage, or visa versa.

7.5 Conclusions

Most of the existing literature on the subject seems to point to the Subset
Difference Revocation Scheme as being the best scheme. What we have done
is shown that this is not a clear-cut decision, and arguments can be made

for the other schemes. If we consider the performance of the schemes over
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the entire range of possible values of r, as is done in Figures 7.9 and 7.10,
then there are several schemes that perform better in terms of both storage
and bandwidth. For example, the Forest of 15 Trees Scheme has values of
both scorel .. and scorel,.,. lower than those of SDRS. Since its storage is
logy(n) + O(1) compared to O(log?(n)) it has lower storage for most values
of n. As for the a-ary tree schemes, from a > 4 all schemes also have lower

values of both scorel .. and scorel, .. lower than those of SDRS (ternary

X aver

/

! ax). While the quaternary scheme does have

scheme only has a lower score
storage lower than SDRS for most values of n, for larger values of a this is
no longer true. But as we have shown in Section 7.3.1, for all a > 5, the
second Compression Method for a-ary tree schemes costs less storage than
storing the keys explicitly and less than the storage of labels in the SDRS
(see Figure 7.13).

The Subset Difference Revocation Scheme does have a lower bandwidth
than any other scheme (with the exception of the trivial scheme in Lemma 7)

' and score’ _ is

for very small values of r. If the range over which scorel,,. ver

calculated is narrowed to such values of r, then SDRS would score better than
any of the other schemes. However, as we see in Figures 7.1, 7.2 and 7.7, the
bandwidth of the Complete Subtree Revocation Scheme on a quaternary tree is
only slightly higher. Also, the interval for which the Subset Difference Scheme
has the lowest bandwidth gets smaller when compared with schemes on a-ary
trees with large a. This, coupled with the lower storage mentioned above,
results in an a-ary tree scheme being a more efficient scheme that SDRS with
respect to both bandwidth and storage.

As we have said from the beginning, no scheme can be considered the
“best” under all circumstances. A centre can only decide what scheme is most
suitable to its particular needs. There can be many constraints, the ones we

have discussed being:

e The capacity of information that can be broadcast by the centre (which

either has a limit on the maximum or average size of a broadcast).
e The range of expected (or even likely) numbers of revoked users.

e The storage capacity at the receiver.
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e The computational capability of the receiver.

We have shown how to analyse several schemes in these terms, and how to rate
the best. The relative importance of how a scheme performs with regard the
different properties (e.g. is storage more important than bandwidth?) is not
something that can be stated in absolute terms. Once again, this is something
that depends on the intended application, and needs to be decided by the
centre. Once the centre knows its needs and priorities, we believe we have

described the tools necessary to find the most applicable scheme.
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Appendix A
Bound on t,x(n, )

The following Lemma is given a sketch proof in [23]. Using that fact that
t(N,R) is just the number of nodes in ST(R) whose degree is strictly less

than its degree in the original tree we have:

Lemma 101. Let (N, Q,7) be a Complete Subtree Revocation Scheme with

n = 2% users. Then for all 1 < r < n:
tmax (1, 7) < 1logy(n/T).

Proof. Our induction hypothesis is that tu..(2%,7) < r(k — logy(r)), for any
positive r, where k is the height of the complete tree. The initial case is when
k = 1. We only have two different values of r to check, and by inspection
we have tpax(2,1) = 1 and tyax(2,2) = 0. Substituting the respective values
into the above formula we get 1log,(2/1) = 1 and 2log,(2/2) = 0, so the
hypothesis holds.

Assume that the hypothesis is true for k£ = i, i.e. for a tree of height 7,
tmax (2%, 7) is bounded above by (i — log,(r)). Then consider a tree of height
i+ 1. As a result of Lemma 13, t,.c(n, ) is the maximum of the number of
nodes in ST(R) whose degree is less than their degree in the original tree, for
R with |R| = r. If all r leaves are in one half of the tree, then ST(R) is just
the union of a path from the root to one of its children and a Steiner Tree
ST(R)" determined by R in the subtree of height i whose root is that child.
The root has degree in ST(R) less than its degree in the original tree (it only
has one child in ST(R)). Any other node will only have degree in ST(R) less
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that its degree in the original tree if that is the case in ST(R)". Hence:
tmax (2771, 7) < 1T+ 7(i —logy (1)) < 7(i + 1 — logy(r)).

Otherwise, the leaves of R will be split between the two subtrees of height i
whose roots are the children of the root of the original tree, into a partition
R1 and Rs. A node has degree in ST(R) less than its degree in the original
tree if and only if it has degree in ST (R;) less than its degree in its respective

subtree corresponding to R,;. Thus
tN,R) < ri(i —logy(r1)) + ra(i — logy(r2))

where r;1 = |Rq| and 5 = |Rs|. Using the fact that ro = r — ry, a little

re-arranging gives us:

tNV,R)

IN

71(7 —logy(r1)) + ra(i — logy(12))
= 1.4 — (rylogy(r1) + rology(ra))
= 70— (r1logy(ry) + (r — 1) logy(r — r1)).

Define f(r1) to be this last expression. We need to show that this function is
bounded above by r(i + 1 — log,(r)). We are only interested in this function
in the range 1 < r; < r — 1 (since both r; and ry are positive). From the

derivative of f(r1) we can work out the maximum value in the given range.

fi(r) = 0— | —logz(rl)_(_<r_rl) — (—1)logy(r — 1)

1 In(2) r—ry)In(2)
= logy(r —r1) —logy(r1)

r—1"T
= log, - .

The slope is only zero when r —ry =1y or ry = r/2. If r; = r/2, then we just

get:

f(r/2) = ri—((r/2)logy(r/2) + (r/2)logy(r/2))
= 71.i—r(logy(r/2))
= (i — (logy(r) — logy(2)))
= r(i+1—logy(r)).
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In the range 1 <7 < 1/2, f(r1) is increasing (log of a number greater than 1
is positive), and in the range r/2 < r; < r—1 it is decreasing (log of a number
less than 1 is negative). All this means that the maximum value of f(r;) in
the range 1 < r; < r —11is f(r/2) = r(i + 1 — logy(r)). Because t(N,R)
is bounded by f(ry), for all ry, we have that ty. (27!, 7) is also bounded by
r(i + 1 — logy(r)). This proves the induction hypothesis:

tmaX(nv T) S T<k - 1Og2(T))
= 7(logy(n) —logy(r))
= 7 (logy(n/1)).
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Appendix B
Examples of t,,ax(n,7)

Here we have some examples of ST(R) when t(N,R) = tnax(n,r) for the

Complete Subtree Revocation Scheme.

/7 STR)
T
(O node hanging off

Figure B.1: n =25 r =19, tya(n,r) = 13
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Appendix C

Summation of ty,x(n, )

In this appendix, we prove the following result:

Theorem 102. Let CSRS be a Complete Subtree Revocation Scheme on a
binary tree with n = 2¥ leaves. Then C'SRS has:

- 1 2
tmax (1, =-n’+ .
Z (n,r) 3" + 3
r=0
Proof. The formula for t,,ax(n, ) for CSRS is:

1 ifr=20
tmax(na T) = .
r(k—j)—2(r—27) if1<r<n,
where j = |log,(r)]. We also know that tp.x(n,n) = 0, as this holds for all

revocation schemes. So we can shorten the range of the sum as follows:

Ztmax(n,r) =1+ ir(k —7) —2(r —29). (C.1)

Since j = [logy(r)], we have that r = 2/ + a for some 0 < a < 2/ — 1. So
instead of summing over r, we can sum over both j and a. This will make it
easier to simplify the expressions:

n—1 27 —

dork—j)—20r—2) = (2 +a)(k —j) —2(2 +a—2)

a=0

N
—_
—_

r=1

<.
Il
o
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k—1 27-1

= > > 2(k—j)+alk—j)—2a)

= Y @) Y alk ) -2
k—1 21

= D W=+ alk—j-2)
k—1 271

— Z4j(k—j)+(k—j—2)za

29(20 — 1)

k—1
= 2;4j<k—j>+<k—j—2> 5

k—1 . . . .
, 43 — 93 43 — 93

= D k=) + (k- =

g 2 2

k—1

4 — 9

= Y (k—1j) <4ﬂ+ 5 )—(41—29)

j=0

3 k—1 k—1 k—1 k-1
= 524%—])—5 V(k—j)—Y 4 +> 2

7=0 7=0 7=0 7=0

These summations evaluate to the following:

k—1

_ 4, 1 4
S Wk —j) = A~ k-
por 9 3" 9

k—1
> V(k—j) = 228 —k-2
7=0

k—1

243' — 14’9 1

: 3 3

7=0

k—1
YYo= 2b-1
j=0

Substituting these back into Equation (C.2) gives:

= 3[4 1. 4 1
tmax(n, 1) =14+ = | =4 — kb — = ) — —(2.2F —k — 2
; (7, 7) +2<9 3 9> 3 )
1, 1 1, 2 1., 2
L B R LT e
(3 3)+ 38 T3 =30 T3
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