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TERMS!AND!DEFINITIONS!
The reader who is not familiar with vulnerability management will find some basic terms 
defined below. 
 
risk The combination of the probability of an event and its consequence 

[ISO27002]. Or, as a rule of thumb: risk = impact x likelihood of occurrence. 
 

vulnerability In [ISO7498], the term “vulnerability” is defined as “any weakness that could 
be exploited to violate a system or the information it contains.” The term 
“security” is used in the sense of minimizing the vulnerabilities of assets and 
resources. Timely patching of security issues is generally recognized as 
critical to maintaining confidentiality, integrity, and availability of IT systems.  
 

vulnerability 
management 

Proper management of known vulnerabilities and adequate remediation is 
an essential component of keeping the security level of a system up-to-date. 
The National Institute of Standards and Technology (NIST) has released a 
special publication on how to create a patch and vulnerability management 
program [NIST800-40]. In this context, vulnerability management is defined 
as “a security practice to proactively prevent the exploitation of IT 
vulnerabilities that exist within an organization. The expected result is to 
reduce the time and money spent dealing with vulnerabilities and 
exploitation of those vulnerabilities.” Step three of the NIST methodology 
deals with the prioritization of vulnerability remediation. 
 

remediation 
strategies in 
vulnerability 
management 

It is the security analyst’s job to map the list of known vulnerabilities to the 
relevant user environment and apply an internal scoring system to each of 
them. What is seen as critical to an outsider may not be the same to an 
insider who knows that sufficient compensating controls are in place. Only 
by this internal judgement can the mitigation efforts be prioritized and the 
risks that arise from these vulnerabilities managed appropriately.  
 
In information security literature such as [WM10, ISO27002, NIST800-39], 
the four basic strategies to control/manage risks are as follows: 
 

• Risk avoidance: Applying safeguards that eliminate or reduce the 
remaining uncontrolled risks. 

• Risk transfer: Shifting the risks to other areas or to other areas or 
outside entities (e.g. an insurance company). 

• Risk mitigation: Reducing the impact if an attacker successfully 
exploits the vulnerability or reducing the likeliness of occurrence. 

• Risk acceptance: Understanding the consequences and 
acknowledging the risk without any attempts at control or mitigation. 

 
The security analyst in charge not only needs to understand a vulnerability 
and its impact from a technical perspective, but also to take into account 
existing safeguards that have a mitigating effect. The internal score should 
support the decision-making process of selecting one of the strategies 
mentioned above. In practice it may not be required – if not being impossible 
– to eliminate all vulnerabilities at once. The strategy chosen depends on a 
company’s risk appetite, the asset value of the affected systems, the costs 
and efforts required for mitigation (cost-benefit analysis), and also the 
organizational, operational, technical and political feasibility of an enterprise 
[WM10].  
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Executive!summary!
Today, as enterprises face mountains of information, new ways are emerging to visually 
represent information using a multitude of dimensions across time and space – a new form 
of 21st century digital cubism. – William Koff, Paul Gustafson [KG11] 
 
Compared to 2004, the average exploitation time of a known vulnerability has decreased 
significantly. Exploitation time is the period between a vulnerability being announced in 
public and the first successful attack against it. In contrast to that, the amount of information 
that an enterprise needs to process every day is on the rise. New ways to look at data are 
necessary. This project evaluates how data visualization can be applied to vulnerability 
management. If done properly, a graphical representation of known vulnerabilities allows the 
viewer to quickly identify major issues and to prioritize mitigation efforts.  
 
This thesis is structured in four parts: The first part provides an introduction to the field of 
information visualization. What is a good graphical representation? What are the influencing 
factors? By following certain rules, a given visualization can be made more expressive and 
effective than another. This includes using features such as form, color, motion, or spatial 
position to display or highlight important data areas. This is not surprising because human 
beings are literally wired to see. 
 
The second part contains practical examples of visualizations used in vulnerability 
management. Examples are risk heat maps, treemaps, or node-link graphs. The definition of 
the information visualization process provides a guideline on how such graphs can be 
created. Its six stages are: 1. problem definition and message, 2. data analysis, 3. process 
information, 4. visual transformation, 5. view transformation, and 6. interpret and decide. 
 
To determine impact and severity of a given vulnerability it needs to be evaluated against 
some predefined scoring system. Part three contains a selection of vulnerability scoring and 
categorization frameworks that are commonly seen in practice. The majority of these 
systems, however, focus on an external perspective only. Company-specific guidelines, risk 
appetite, or existing compensating controls are not taken into account. Therefore, I propose 
a system that allows the reassessment of such an external score against an internal 
severity-rating scheme. 
 
The fourth part puts the theory into practice. By following the information visualization 
process, I develop step-by-step the generation of a visual representation based on the 
results of a Nessus vulnerability scan. This includes the development of a parser, which 
extracts and transforms the raw scan data into something that can be used by GraphViz, my 
visualization tool of choice. This evaluation culminates in the generation of Figure 32 (also 
shown on the cover page), which fulfills the objectives best, in my opinion. It provides a good 
starting point to the development of an interactive vulnerability management application that 
supports interactive visual analysis. The architecture provided in chapter 5 can be used a 
reference model for software development.  
 
 
 



 

 

Introduction 

Visualizations in vulnerability management Page 8 of 96 

1 Introduction!
“Yes, we know. But we did not know where to start.” – A former client of mine said this when 
presented with the results of a continuous vulnerability scan that looked almost identical to 
the ones from the scan conducted three months ago. 
 
This section provides a background to this master thesis. It gives a brief introduction and 
lays out my motivations and the overall objectives. A few words on the project‘s scope and 
the contribution of this work are provided as well. The chapter closes with an overview of the 
structure of this document.  
 

1.1 Motivation!
Having done security testing as part of my working career, I got the impression that 
customers were left alone with the results many times. Although the security report includes 
a list of vulnerabilities that have been discovered during the test, they did not, however, 
know how to prioritize these issues and take adequate steps towards mitigation. In addition 
to that, vulnerabilities are often reported in the form of a weakness table (refer to chapter 
3.2). In my opinion, such a table lacks decent visualization and is hard to understand without 
putting it in the right context or user environment. Having the vulnerabilities graphically 
mapped to the affected systems and showing them in relation to the underlying network 
architecture could be of great help in evaluating further actions.  
 
In the context of information security, visualization is a great tool to report back to 
management and show security compliance. It can also help deciding the areas upon which 
the next security initiatives are to focus. For example, seeing that the majority of 
vulnerabilities is always related to the configuration of a certain web server type may lead to 
the development of explicit security guidelines for this kind of product. 
 
In practice, given limited time and resources, not all of the known vulnerabilities get fixed 
within an appropriate timeframe – if they get fixed at all. Being able to look at a visual 
representation that does not only reflect vulnerabilities but also internal risk ratings can 
support the decision of where to approach the issue best (in terms of security architecture, 
time, and money). Many times, any given vulnerability can be mitigated at different levels, 
such as on the firewall, the operating system, or within the application itself.  
 

1.2 Background!
According to Symantec’s annual Internet Security Threat Report, the volume and 
sophistication of malicious activity have increased substantially [TR10]. In 2010, the 
company recorded a total of 6253 new vulnerabilities. In addition to that, fourteen new zero-
day vulnerabilities were found in widely used applications. Interestingly, 96% of all recorded 
data breaches in 2010 were found to be avoidable through simple or intermediate controls 
[DR11]. Thus it seems that putting effective controls in place is not always straightforward. 
Why is that?  
 
Given the high number of ascertained vulnerabilities, the discovery process seems to work 
quite well. And in fact, talking from my own experience, scanning for security weaknesses 
using some vulnerability scanning software is normally the easiest part in the overall 
vulnerability management process. The real challenge lies in figuring out which of them 
really matter and need to be fixed first. Therefore, an adequate risk calculation and the 
prioritization of remediation efforts are key to an effective vulnerability management program.  
Vulnerability management and visualization 
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Information visualization refers to generating visual representations of data. If done properly, 
information visualization takes advantages of human perception. Or, to put it in Greg Conti’s 
words: “Imagine wanting to look at the logs each morning” [GC07].  
 
Manually keeping track of vulnerabilities and mapping them to current system configurations 
is a labor-intensive process and requires a lot of expertise. Therefore, professional tools 
exist to increase the efficiency of the vulnerability management process. One example in this 
area is the QualysGuard vulnerability management solution. In addition to relying on external 
vulnerability scoring systems, configurative metrics for asset prioritization can be used, too 
[QUALYS]. 
 
Another approach to vulnerability management is the Topological Vulnerability Analysis 
(TVA) technology. It was pioneered at George Mason University's Center for Secure 
Information Systems (CSIS) and has led to the successful development of a commercial 
software product called Cauldron [KJ09]. The Cauldron tool analyzes vulnerability 
dependencies, models the network state, and provides a graphical representation of 
potential attack paths into a network for visual analysis. The generation of such an attack 
graph is achieved by processing and combining information from various sources such as 
vulnerability databases, scan results, or host/device configurations, for example [SH08, 
SN09, CLDR].  
 
A similar approach is used by the RedSeal Vulnerability Advisor solution [RSVA]. It gathers 
the configurations of network devices and combines them with information from vulnerability 
scanning. Vulnerabilities are then automatically prioritized in the context of the network 
access. RedSeal evaluates the exposure, the potential, the business value, and the severity 
of a given vulnerability. The decision-making process is further supported by visualization. 
 
In 2002, Michael Artz developed the NetSPA (Network Security Planning Architecture) tool 
at the MIT Lincoln Laboratory using attack graphs to reveal security problems within a 
network [MA02]. Latest developments in this area are GARNET [LW08] and NAVIGATOR 
[MC10]. Along with Cauldron and RedSeal, these are good examples on how information 
visualization can provide added value in evaluating the impact of a specific vulnerability on a 
given user environment and in the prioritization of remediation efforts. New approaches in 
this field are regularly presented at VizSec, the International Symposium on Visualization for 
Cyber/Computer Security [VIZSEC]. 
 

1.3 Objectives/project!goals!
This thesis evaluates how the use of data visualization techniques can support the 
prioritization of mitigation efforts and decision-making in vulnerability management.  
 
The overall goal for this project is to look at the concept of information visualization and how 
it can support the vulnerability management process. My intention is to generate a visual 
representation of a list of known vulnerabilities in a form that reflects the scanned 
infrastructure. It must support the viewer in taking risk-based decisions and in prioritizing 
mitigation efforts. The idea is to provide some visual attack tree, a node-link diagram, or a 
combination of both, where the biggest security risks can be identified in one glance. 
 
This goal is achieved as follows: 
 

• First, I start with a walkthrough of the basic visualization theory. What is a good 
visualization? What factors are behind the saying that “a picture is worth a thousand 
words”? As I am new to the field, I want to get an understanding of the basic 
concepts in information visualization. 
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• Second, I evaluate types of visualizations that are suitable to vulnerability 
management. Which of them are often encountered in practice? Are these generic 
charts aimed at the management level, or do they provide additional context so that 
critical issues can be identified immediately? 

• Third, I look at how vulnerabilities can be rated and categorized. This represents an 
example of additional context and is an important question for the prioritization of 
mitigation efforts. The evaluation of a simple attack framework allows vulnerability 
categorization/classification by the use of node/edge attributes. 

• The fourth and major part of this work consists of visualizing a list of known 
vulnerabilities taken from a Nessus output file. The idea is to evaluate a graph layout 
that displays the scanned infrastructure in a way that the biggest security issues can 
be identified easily.  

 
The generation of such a visual representation requires the development of a parser, a piece 
of code that extracts and normalizes the relevant information from the saved scan results, so 
that it can be fed to a visualization tool. This parser is written in the Perl scripting language, 
which is available on many operating system platforms. The evaluation of some open-source 
visualization software, which is appropriate for this purpose, is required as well. 
 
The contribution of this work is the step-by-step generation of a visual representation on the 
results of a Nessus vulnerability scan [NESS]. Thanks to the carefully considered application 
of visual attributes, critical findings can be identified and mapped to the network 
infrastructure immediately. This project provides a good starting point to the development of 
a vulnerability management application that supports visual analysis and user interactivity.  
 

1.4 Project!scope!
During the research phase, I got the impression that the initial title “topological vulnerability 
analysis (TVA)” was misleading. Given the huge amount of research already done in the 
TVA area, I realized that my scientific contribution to that field might not be of much 
significance. My goals are not to invent a new algorithm to bring down the number of 
computations required to calculate an attack tree, nor do I plan to include network device 
and firewall configurations to compute a full reachability matrix or to enable the use of “what-
if” scenarios. 
 
My approach is rather simple but still different: I use the traceroute and reachability data 
provided from the Nessus output to draw a link graph on the underlying network architecture. 
My intention is to develop a way to show the associated risks in relation to a host and its 
vulnerabilities by color-coding the graph and using node/edge attributes. Therefore, in 
agreement with my project supervisor, I have changed the title to “visualizations in 
vulnerability management”.  
 
 !
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1.5 Methods!used!
The following methods are used to achieve the objectives of this project: 
 

• Literature search – The outcome of the first three parts is mainly based on literature 
and Internet research. This includes an analysis on how vulnerabilities are classified 
and rated in common vulnerability scoring systems and open-source scanners such 
as Nessus or nmap. 

• Review of vendor information – If available, the vulnerability scoring features of 
some commercial scanners such as Qualys are taken into account, too. Symantec’s 
DeepSight vulnerability feed is another example.  

• Practical component – In step four, a parser is required to extract and normalize 
scan data into a form that is understood by the visualization tool used to display the 
results. This software is written in Perl. 

• Case studies/prototyping – Evaluation of a suitable visualization tool and 
development of a basic understanding of the advantages and disadvantages of 
different graph types. The goal is to use open-source tools that are available for free. 
Using commercial Security Information and Event Management (SIEM) tools, i.e. 
Splunk, or visualization suites such as CA’s Network Forensics is out of scope. This 
decision drives the specification for the output file that is created by the parser.  

 

1.6 Document!outline!
This thesis is structured as follows: 
 

• Chapter 1 provides an introduction and defines the project goals and the methods 
used. 

• Chapter 2 is the result of my research in the field of visualization theory. It explains 
the benefits of visualization and defines rules to create a visual representation that 
take the human perception system into account. 

• Chapter 3 defines the information visualization process. In six stages, data is turned 
into information. This chapter also introduces visualizations that are commonly seen 
in vulnerability management as well as visual representations that provide additional 
context. 

• Chapter 4 looks at existing vulnerability scoring and categorization frameworks such 
as the Common Vulnerability Scoring System (CVSS). It concludes with a proposal 
of my own system that allows the evaluation against an internal rating scheme.  

• Chapter 5 represents the major part of my work. Based on the theory presented in 
chapters two to four, it provides a proof-of-concept implementation on how to create 
a visual representation of the results of a Nessus vulnerability scan. It is structured 
along the information visualization process defined in chapter three. 

• Chapter 6 contains the overall conclusion and outlines the contributions of this work. 
It also provides an outlook of the future. 
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2 Basic!visualization!theory!
The goal of information visualization is to transform abstract data into computer graphics that 
are easy to understand and to use to support decision making and reasoning. – Greg Conti 
[GC07] 
 
This chapter provides a brief introduction to the theory of information visualization and 
defines rules to make a graphical representation more expressive and effective. My goal is 
to show the basic principles of good visualization and the influencing factors on its quality. 
These principles are applied when creating my own graphs in chapter 5. However, I do not 
claim to be an expert in visualization theory at all. Credit for all the groundwork and research 
in this area goes to many others, for example Jock Mackinlay, Ben Shneierman, Jacques 
Bertin, and Edward Tufte, just to name a few. Good introductions to the field of information 
visualization are available by Raffael Marty [RM08, RM08a, RM11], Jock Mackinlay/Kevin 
Winslow [JM09], and Riccardo Mazza [RM09]. A comprehensive list of data visualization 
examples is provided in [WD09]. 
 

2.1 Benefits!of!visualization!
In his 1994 paper, Nathan Shedroff describes the process of creating an informational value 
out of any data as the continuum of understanding. Data by itself lacks any meaning. To 
turn data into information, it must be processed, organized, transformed, and presented in a 
suitable format. The integration of information and experience creates knowledge. Wisdom, 
the highest level of comprehension, is reached at the stage when a person can use this 
knowledge and make qualified interpretations and judgements. It is the result of 
contemplation, evaluation, retrospection, and interpretation [NS94]. 
 
Creating a visual representation transforms data into information. Information visualization is 
about giving meaning to data and transforming raw material to a suitable format that 
supports interpretation. It is the viewer’s job to turn that information into knowledge. 
 
In his fascinating book “Applied Security Visualization”, Raffael Marty explains visualization 
as the process of generating a picture based on log records [RM08]. A picture allows 
presenting a large amount of information to a viewer in a very condensed form (hence his 
saying, “a picture is worth a thousand log records”). This information may otherwise remain 
hidden in the data, i.e. in a log file or a list of vulnerabilities, and not be extracted easily. 
Since humans perceive visual attributes very well, a visual representation can be much more 
effective. 
 
Raffael points out a number of benefits of security visualization [RM08]. They are based on 
people’s visual processing capabilities. A visualization… 
 

• answers a question about a given dataset by providing a graphical representation 
on the data.  

• poses new questions when recognizing patterns, clusters, or outliers in a dataset. 
• allows to explore and to discover new properties of a dataset by highlighting 

certain properties or arranging the visual representation in different ways. 
• supports decisions by condensing a lot of data into one or more meaningful 

pictures. 
• communicates information more effectively than textual log files. 
• increases efficiency by bringing down the time required to analyze log files for 

trends and outliers. 
• inspires to create new visualizations to view the data from a different perspective. 
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2.2 Visual!perception!
Humans are able to scan, recognize, and interpret images rapidly – if these are presented 
accordingly. In literature, the human visual system is often described as a flexible pattern 
finder. It can quickly detect changes in size, color, shape, movement, or texture [BS96, 
CW04, RM09, GC07, JH10].  
 
In [CW04], Colin Ware introduces a three-stage model of perceptual processing. It starts 
with parallel information processing to analyze and extract primitive elements of the 
environment, such as form, motion, color, and depth. In stage two, serialized processes of 
pattern perception are used to divide the visual field into regions and simple patterns. These 
regions are based on texture, color, motion, and contour. At stage three, the highest level of 
perception, the visual information is reduced to only a few objects and significant patterns 
that are held in visual working memory.  
 
The creation of any visualization should take this model into account. Following perception-
based rules allows the representation of data in a way that the important information stands 
out and is detected immediately by the human visual system. According to [CW04], 
attributes such as orientation, size, basic shape, convexity, concavity, and an added box 
around an object are all pre-attentively processed. This so-called pre-attentive processing 
describes the effect when simple shapes or colors “pop out” from their surroundings and 
come to our attention without conscious thought. Pre-attentive processing actually 
determines what visual objects are offered up to our attention. This effect can be used to 
highlight certain aspects of a visual representation. Two examples are shown in Figure 1: 
 

 
Figure 1: Pre-attentively processed visual attributes. In this case, hue and intensity "pop out" to our 
attention immediately. Source [RM09] 

Pre-attentive features can be organized into four groups: form, color, motion, and spatial 
position. Table 1 is a consolidation of such features described in [CW04, RM08, RM09]: 
 
groups visual attributes comment 
form 
 

orientation a line with a different orientation than others 
line length the length of bars in a chart 
line width the width of a line in a routing graph 
line collinearity lines that follow the same direction 
size the size of an element 
curvature lines that are either straight or curved 
spatial grouping groups of objects 
added marks/enclosure some object(s) that are highlighted 
numerosity number of items 

color 
 

hue a color’s name, e.g., red or green 
intensity/blur saturation and lightness 

motion 
 

flicker often abused in websites 
direction of motion  

position 
 

2D position identify clusters or outliers 
convexity/concavity   

Table 1: Pre-attentively processed visual attributes. They are ordered by form, color, motion, and 
position. The table is a consolidation of the ones found in [CW04, RM08, RM09]. 
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Note that the meaning of a color can depend on cultural factors. In chapter four of [CW04], 
Colin Ware mentions an Asian student of his who was writing software. She chose the color 
green for deleted entities and red for new ones. Confronted by this, she explained that in 
China, green stands for death while red symbolizes luck and good fortune. Colin further 
identifies six primary colors recommended for use in coding: white, black, red, green, yellow, 
and blue. These should be used first. If necessary, pink, brown, cyan, orange, and purple 
can be added to the list as well. However, pre-attentive processing only works if a small 
number of colors is used. As a rule of thumb, not more than ten color codes should be used 
in a graph. 
 

 
Figure 2: Selection of pre-attentively processed visual attributes grouped by form. Source [RM09] 

Figure 2 provides an example of the three most-used visual attributes in this project. If more 
than a single data dimension needs to be encoded, multiple pre-attentive attributes can be 
combined. In [CW04], chapter five, Colin Ware introduces the concept of integral vs. 
separable dimensions. This explains in what case one visual element (e.g. color) will be 
perceived independently from another (e.g. size). With integral dimensions, two or more 
attributes of a visual object are perceived holistically and not independently. They are seen 
as a group. The ones that are not perceived in this way are called separable dimensions. In 
that case, people tend to make judgements about each graphical dimension independently 
and are able to quickly separate visual elements. He refers to this as analytical processing.  
 
As a design guideline, integral dimensions can be used to group variables together, whereas 
separable dimensions can be used to process them analytically. 
 

2.3 Rules!to!create!a!visual!representation!
By taking the characteristics of human visual perception into account, one graph can be 
made more expressive and effective than another. This chapter introduces such rules for 
graphical excellence. 
 
Gestalt principles 
According to [CW04], chapter six, the first serious attempt to understand pattern perception 
was undertaken by a group of German psychologists who founded the Gestalt school of 
psychology in 1912. They produced a set of so-called Gestalt laws of pattern perception 
[KK22]. These are rules that describe how humans see patterns in visual displays and can 
be used as a set of design principles for creating visualization graphs. They can also be 
used to highlight data, to tie them together, or to separate them. The total number of these 
principles found in literature varies. In [RM08], Raffael Marty summarizes them as follows:  
 

• Proximity: Things that are close together are recognized as a group. Data that 
belongs together should be displayed in proximity. 

• Closure: Putting objects into a closed contour or boundary, i.e. a circle or a 
rectangle, is seen as a much stronger organizing principle than simple proximity 
[CW04]. Humans tend to divide objects inside and outside of the boundary. This can 
be used to highlight important objects in a graph. 
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• Similarity: Elements that are similar in shape, size, color, orientation, or texture are 
perceived as belonging together. This can be used to highlight patterns in a set of 
data. 

• Continuity: Visual elements should be connected by smooth and continuous lines 
rather than lines that contain abrupt changes in directions. If done this way, a viewer 
can identify source and destination more easily. 

• Symmetry: Objects are perceived more strongly if they are arranged symmetrically. 
Smooth, continuous lines to connect elements of a link graph are perceived more 
easily than using lines with abrupt changes in direction [CW04]. 

• Connection: Connections between elements by lines are seen as a more powerful 
method to show a relationship than proximity, color, size, or shape [CW04]. This 
principle is used in tree structures or link graphs (refer to chapter 3.3). 

 
In the list above, Marty’s definition of enclosure corresponds to Ware’s definition of closure. I 
therefore chose to use the term defined in [CW04] and add to the list the definition of 
symmetry instead. What Marty means by closure in [RM08] is the fact that humans tend to 
perceive objects that are almost a closed form as the full form. Therefore, a lot of charts do 
not need surrounding boundaries around them. Edward Tufte also emphasizes this in [ET01]. 
The six Gestalt principles are illustrated in Figure 3 below.  
 

 
Figure 3: Illustration of the six Gestalt principles. Source [RM08] 

 
Expressiveness and effectiveness 
Other principles for graph creation are expressiveness and effectiveness. These are known 
as the two Mackinlay criterions [JM86]: 
 

• Expressiveness criterion: “A set of facts is expressible in a visual language if the 
sentences (i.e. the visualizations) in the language express all the facts in the set of 
data, and only the facts in the data.” 
 
This means that a graph needs to encode the facts from the underlying data. In 
[ET01], Edward Tufte proposes rules for graphical excellence. One of them reads as 
“above else show the data”. Thus, graphical displays should show the data but not a 
palette of visual effects to avoid distortion. Another rule of his, which can be applied 
in this context, states that the viewer should think about the substance of a graphical 
display rather than its making, methodology, or something else.  
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• Effectiveness criterion: “A visualization is more effective than another visualization 
if the information conveyed by one visualization is more readily perceived than the 
information in the other visualization.”  
 
This means that a graph should take the characteristic of the human viewer and the 
output medium (i.e. colored vs. black-and-white printing) into account. Some types of 
graphs are better suited to represent a set of data than others. Effectiveness also 
depends on the viewer’s expectations. Edward Tufte has another rule to add to this: 
He expresses that, for graphical excellence, the eye should be encouraged to 
compare different pieces of data. His definition is as follows: “Graphical excellence 
consists of complex ideas communicated with clarity, precision, and efficiency” 
[ET01].  

 
Basic graph design principles (the rules to apply for this project) 
Taking the theory above into account, Raffael Marty has defined a set of basic graph design 
principles in [RM08]. These guidelines are as follows: 
 

• Reduce non-data ink: Colors or background images that do not add to anything to a 
graph should be removed. They can have a disturbing effect on the viewer. This 
principle is also strongly emphasized by Edward Tufte in [ET01] when he introduces 
the data-ink ratio. The data-ink ratio is defined as the amount of ink used to display 
the data, divided by total amount of ink that was used to plot the entire graph. 

• Distinct attributes: Showing five distinct attributes is the limit when displaying 
multiple data dimensions. Take this as a rule of thumb. In [CW04], Colin Ware limits 
the number of different colors used in a graph to ten. 

• Gestalt principles: These rules describe how humans see patterns in visual 
displays. Following these principles reduces the search time for viewers and helps 
them to detect patterns more quickly.  

• Emphasize exceptions: The use of color or other markers to highlight important 
areas in a graph is strongly recommended. 

• Show comparisons: If possible, one graph should be referenced against another to 
allow the viewer to compare the two. This supports the identification of differences 
and can help to set a visual representation to the right context. A graphical display 
should always serve a clear purpose [ET01]. 

• Annotate data: Graphs should be labeled properly and contain legends. Edward 
Tufte illustrates this when he talks about graphical integrity [ET01]. 

• Show causality: If a graph shows that something is wrong or that there is an 
exception, the viewer should be able to determine the root cause. Sometimes 
presenting a second graph can make a difference.  

 
These rules will be applied throughout this project when creating my own graphs. The 
Gallery of Data Visualization [DATAVIS] holds many examples of historical milestones, 
bright ideas, and graphical excellence. It gives a good impression on how the rules above 
can be applied – but also vice versa.  
 
 !
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2.4 Conclusion!
Information visualization is the process of transforming raw data into something meaningful, 
which means turning data into information. By following the rules of human visual perception, 
a well-designed graphical representation can support the viewer in the interpretation of this 
data material. As a rule of thumb, a visual representation is good, if it not only communicates 
the characteristics of a dataset as intended by its creator, but also satisfies the viewer’s 
expectations.  
 
Or, to put it in Edward Tufte’s words [ET01]: “Graphical excellence is that which gives to the 
viewer the greatest number of ideas in the shortest time with the least ink in the smallest 
space.” I follow these rules when creating my own graphs in chapter 5.  
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3 Visualizations!for!vulnerability!management!
There is no way to know, given a collection of abstract data, which type of visual 
representation is suitable for such data. This depends on the nature of the data, the type of 
user it’s designed for, the type of information that has to be represented, and its use, but 
also on the creativity, experience, and ability of the representation’s designers. – Riccardo 
Mazza [RM09] 
 
This chapter starts with a description of the information visualization process, which defines 
the six stages of generating a visual representation. It then provides an overview of 
visualizations that can be used in vulnerability management. The first part of this overview 
shows a number of well-known and commonly used graphs such as the risk heat map or the 
bar chart. The second part looks at visualizations that can provide more context of the 
underlying data. The selection of visualizations is based on my working experience and not 
meant to be complete, but rather to provide background information to chapter 5.  
 

3.1 The!information!visualization!process!
In his essay on beauty [JS10], Noah Iliinsky states that the first requirement for a beautiful 
visualization is novelty, freshness, or uniqueness. However, given the large amount of 
existing standard formats and conventions, this is difficult to achieve. Using standard formats 
has the benefit that they are already familiar to the reader. New types of visualizations may 
need additional explanations and are not easy to come up with. 
 
The generation of any visual representation is an iterative process. The outcome is a 
graphical representation of a given dataset, which communicates a message to the reader. 
Figure 4 follows Raffael Marty’s six-step process in [RM08], and combines it with the three 
stages proposed by Noah Iliinsky [JS10] and Riccardo Mazza [RM09], respectively. I have 
taken into account the four phases explained by Colin Ware in [CW04] and the six steps 
proposed by Greg Conti [GC07] as well: 
 

 
Figure 4: The information visualization process. In six stages, data is turned into information. Source 
[RM08, JS10, RM09, CW04, GC07] 
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1. Problem definition and message 
According to [RM08], visualization should never be driven by the underlying data but rather 
by use case. The problem or objective must be clear to start with. This is what Iliinsky 
means by saying that it all starts by defining the intended message [JS10]. This is a critical 
step. Implementation details do not matter yet. Once the message or goal has been 
determined, the next consideration is how the visualization can be used from a reader’s 
perspective. Noah Iliinsky suggests that this is defined in a goal statement. For example: 
“My goal is to provide a visualization that shows the results from a vulnerability scan not as a 
list/table of weaknesses but in a graphical representation that reflects the underlying network 
infrastructure and allows for prioritization of vulnerability remediation.”  
 
A good example in this area is the Splunk platform, which collects, monitors, indexes, and 
analyzes machine data generated by IT applications and infrastructure [SPLUNK]. Although 
it can be used for log collection and time-to-time data correlation, the most benefit is 
provided by the implementation of use cases that can be automatically monitored and 
alerted upon. 
 
When setting the goal, Iliinsky makes a clear distinction between visuals designed to reveal 
what the designer already knows, and visuals intended to aid research into the previously 
unknown [JS10]. He defines that the purpose of the former lies in the communication of 
knowledge that is already evident in the underlying data. The graphical representation 
supports the data presentation and puts it into the right context. The purpose of the latter, on 
the other hand, is to validate a hypothesis, to answer a specific question, or to identify trends, 
behaviors, or relationships. The designer must be clear about which type is being created 
because this decision affects all subsequent design choices. Hybrids exist. One often cited 
reference is Mendeleev’s periodic table of the elements [DM69], which was designed to 
reference existing knowledge at that time but could also be used to predict the existence and 
behavior of undiscovered elements.  
 
2. Data analysis 
The next step is to find out what type of data is required to answer the question from 
above [RM08]. This is, again, only possible with a clear understanding of the message and 
the needs and goals of the intended audience. For example, log files are a common data 
source in information visualization. Riccardo Mazza uses this step to examine the nature of 
the data as well [RM09]: Data can be quantitative (with a metric assigned, e.g. numbers, 
time, units), ordinal (non-numeric data with some defined order such as the days of the 
week), or categorical (data that have no innate order, for example, the names of people or 
cities). 
 
3. Process information 
Step three focuses on data processing and is in line with step one of Riccardo Mazza‘s 
model for generating a graphical representation in [RM09]. It starts with the preprocessing 
and transformation of data, which is then fed to some graphics engine. This is the job of a 
so-called parser. A parser takes raw data, eliminates (filters) unnecessary values, and 
normalizes this data into logical structures that can be used by some visualization tool. For 
example, this output can be statements in a graphical language or a simple, comma-
separated file. A parser can also add attributes (metadata) to the data [RM08]. In the context 
of vulnerability management, this could be a severity level, a rating for business criticality, or 
the asset value, respectively. Parsers for various types of log files are available on the 
Internet. A good starting point is the security visualization portal [SECVIZ]. 
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4. Visual transformation 
Fourth, visual mappings and visual structures are defined according to the data to be 
represented [RM09]. This includes data mapping and the definition of the 
axis/dimensions. Attributes on an axis can be dependent or independent. The dependent 
ones vary in relation to the independent attributes. According to the number of dependent 
attributes, they are called univariate (one dimension varies with respect to another), bivariate 
(there are two dependent dimensions), trivariate (three dependent dimensions), or 
multivariate (four or more dimensions that vary). In addition to that, the graphical elements 
(points, lines, surfaces, etc.) and the graphical properties such as size, orientation, color, 
texture, or shape, are defined. A practical example is given in chapter 5. 
 
It is in this stage where the rules described in chapter 2.3 come into play most. In line with 
Mackinlay’s effectiveness criterion, Noah Iliinsky emphasizes that besides of being 
informative, a graphical representation needs to be efficient, too [JS10]. Visual noise should 
be reduced to a minimum so that the reader does not get distracted. 
 
5. View transformation 
The fifth stage consists of the generation of the graphical representation itself. This 
depends on the tool used and may take a considerable amount of time. According to [RM08], 
it is very common that this step needs to be repeated various times because it does not 
show the desired results. For example, there may be too many nodes or the wrong 
properties are highlighted. However, generating a first graph and seeing how it turns out can 
help in making decisions in the following steps. Raffael calls this an interactive analysis 
and recommends going back and forth using the knowledge gained from the previous graph 
to iteratively modify the choices of color, shape, size, and other visual attributes. Another 
option is data aggregation so that less important information is shown in condensed form 
[RM08, GC07]. Maybe a different type of graph needs to be created. The other rules defined 
in chapter 2.3 can also provide important input to this stage.  
 
Ben Shneiderman describes these interactions as part of his visual information seeking 
mantra [BS96], which summarizes the overall process of how to bring data into 
visualizations. The discussion concentrates on the development of graphical user interfaces. 
Therefore, only four out of seven tasks are mentioned here. The mantra reads as follows: 
“Overview first, zoom and filter, then details-on-demand.“ 
 

• Overview first: It is important to gain an overview of the entire data collection first. 
The first visualization often serves as a general indicator and can be used to further 
tune the graph attributes in the right direction.  

• Zoom and filter: Once an area of interest has been identified, another graph can be 
created that zooms in on them. Items that are not of interest can be filtered out. This 
requires changing the graph attributes once more. 

• Details on demand: Depending on the necessary level of detail required, this 
process can be repeated to show a few selected items only.  

 
Riccardo Mazza makes an interesting point in this regard. In his model for designing a visual 
application [RM09], chapter two, he suggests thinking about the type of interaction the user 
will be provided with. Depending on the tool, a graphical representation can be static and 
therefore cannot be modified by the reader later on. It can be transformable if the viewer is 
able to vary some of the attributes and parameters. He calls it being manipulable, if the 
perceiver is able to control some input attributes and modify parameters that control the view 
(e.g. zooming or rotation of an image). In a static graph, the graph designer has to follow the 
information seeking mantra by manually creating a new visual representation every time 
something needs to change. Given a transformable or manipulable graph (an interactive 
application) this may be achieved transparently to the user by the application of dynamic 
queries. 
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6. Interpret and decide 
Finally, the aesthetics of the visual design can be considered. Not of less importance is the 
question on the result. Does the graph answer the question posed in step one? Does it 
communicate the message as expected? Is the reader able to understand it? According to 
[JS10] and [ET01], aesthetic elements can either be purely decorative, or they can be an 
opportunity to increase the utility of the visualization. For example, the use of redundant 
encodings or familiar color palettes, icons, etc., can help the reader to better understand the 
visualization. This links to the fourth stage in [CW04], which takes the human perceptual and 
cognitive system (the perceiver) into account.  
 

3.2 Visualizations!commonly!used!in!vulnerability!management!
In [LW05], Leland Wilkinson provides a comprehensive compendium of visualization 
techniques and how to generate all kinds of graphs. A much quicker reference of visual 
representations is the so-called periodic table of visualization methods by Ralph Lengler and 
Martin J. Eppler provided online [LE15]. Apart from common graphs such as the bar chart or 
the scatterplot, it also shows examples of graphs that can be used for the visualization of 
concepts or processes. In his table on chart types, Raffael Marty provides a helpful summary 
of graphs that can be used for security visualization [RM08]. This chapter’s goal is to provide 
an overview of commonly seen visualizations that are suitable for vulnerability management. 
 
In general, vulnerabilities are related to: 

• A host and its operating environment. In most cases a machine is connected to a 
network (standalone PCs are rarely found today). It may be critical to the business or 
can hold sensitive information. System security should follow hardening guidelines 
that are derived from the overall security policy. 

• A service or application running on that host. This can be widely used software such 
as the Apache web server or an in-house built tool with a very small and specific 
installation base.  

 
The two attributes above can be used to describe where a vulnerability is located. To take a 
risk-based decision on the prioritization of mitigation efforts, any given vulnerability needs to 
be evaluated against some scoring system. The result of this evaluation is the assignment of 
a scoring value. This can be a risk value such as “high”, “medium”, or “low”, the CVSS base 
score, or some other metric that reflects the issue’s criticality (refer to chapter 4 for an 
introduction of commonly seen vulnerability scoring systems). Depending on the message 
we want to communicate (step one of the information visualization process), our 
visualization should include one, two, or more of these attributes.  
 

3.2.1 Weakness!table/list!of!vulnerabilities!
This is the classical approach of how the results of a vulnerability assessment are reported. 
Vulnerabilities are listed in table form and sorted by priority. Table 2 is based on a report 
template used by my previous employer, Compass Security [CSNC]. The risk score is 
shown in form of bombs and goes from one bomb (severity low) up to three bombs (severity 
high). The table further includes a color-coding, green-yellow-red, that goes along with the 
vulnerability score. I have enhanced this list to include the customer-specific rating as well 
as type and category of a vulnerability. 
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status reference 
 

vulnerability threat and 
impact 

threat 
elimination 
(mitigation) 
 

score customer-
specific 
rating 

comment type  
 

category 

open scan 
report,  
OWASP 
top 10, or 
CVE 
number 

technical 
description 
of the 
vulnerability 
and list of 
affected 
systems 

description 
of threat and 
impact in 
technical 
language 

suggested 
counter-
measures 

!! e.g. 
MEDIUM 

due date, 
name of 
responsible  
 
remediation 
history 

e.g. web  
server 

category a, 
vulnerability 
belongs to, 
e.g. config. 
issue  

Table 2: Example of a weakness table that provides categorization and basic visualization. 

Table 2 represents an example of a vulnerability list used in practice. There are many other 
formats available (most likely one per security company or per assessment standard). 
Because my goal is to generate a visual representation of its content, I only explain the fields 
that are important in the context of this work: 
 

• Score: This is the external score that has been evaluated by the scanning provider. It 
does not reflect the underlying network architecture or a company’s risk appetite. The 
type of score that is provided here can be compared to the CVSS base score (refer 
to chapter 4.1.3). 

• Customer-specific rating: Given the environment-specific knowledge and the 
security targets defined in the overall security policy, the security analyst is now able 
to assign an internal rating to a specific vulnerability. Derived from this value, 
decisions of prioritization and mitigation timelines can be made. In the example 
above, the ratings used are “info”, “low”, “moderate”, “important”, and “critical”. This 
rating can be compared to the CVSS environmental score. 

• Type and category: Further classifying a vulnerability allows the generation of 
trends and statistics. For example, if the majority of issues is related to an outdated 
operating system, a closer look at the overall patch management process may be 
required. 

 
As described in chapter 1, putting a priority level on a large list of findings is not always 
straightforward. Apart from the color code, which allows to spot the most critical findings very 
quickly, the table above lacks visualization. The security analyst has to manually correlate 
the findings with the systems in the network. 
 

3.2.2 Line!charts,!bar!charts,!and!pie!carts!
Line charts, bar charts, and pie charts are still among the most commonly used graphs 
[LW05]. In vulnerability management, these types of charts are often used in management 
presentations to show the overall distribution of vulnerabilities that fall into a certain category, 
or the development of the number of open issues over time. In line with Ben Shneiderman’s 
information seeking mantra (chapter 3.1), this kind of graph would also be expected on a 
security or monitoring dashboard. Due to their familiarity, I decided to show two examples 
only. The first example is based on the datasets of seven continuous vulnerability scans 
over a class C IP-range (i.e. 192.168.1.0/24) since the beginning of 2009. It includes data up 
to the operating environment and service level but without extensive application testing.  
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Figure 5: Line chart representing the development of open issues over time.  

Figure 5 shows a line chart that depicts the number of vulnerabilities found over time. Each 
entry on the X-axis represents a vulnerability scan of the same subnet. The results are 
marked on the Y-axis. When explaining history, it is important that the trend line is always 
evaluated against the same base. Otherwise, the message can be misleading. 
 
The second example shows a variation of a standard bar chart that is called a stacked bar 
chart. This type of chart is available in Microsoft Excel as well. In [AJ07], Andrew Jaquith 
provides a useful list of suggestions on how to make Excel default charts more readable. 
 

 
Figure 6: Vulnerabilities in the Open Source Vulnerability Database by quarter by type. The “classics” 
such as XSS, SQL injection, or buffer overflows persist. Source [OSVDB] 

Figure 6 lists the number of vulnerabilities by quarter by type since 2004. This graph is 
provided annually by the Open Source Vulnerability Database project [OSVDB]. It is 
interesting to see that, despite all the efforts in secure coding and security awareness, the 
classic vulnerabilities such as buffer overflows, cross-site scripting (XSS), or SQL injection 
have persisted over the years. 
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3.2.3 Risk!heat!map!
A heat map is a graphical representation of data where the values taken by a variable in a 
two-dimensional table are represented as colors [LW05, WF08]. In risk management 
practice, risk heat maps are used to show risks in an impact-likelihood matrix to support the 
prioritization of mitigation efforts [MW06, PB05, MB08].  
 

 
Figure 7: Sample risk heat map showing security issues positioned in a matrix. The position is based on 
impact potential and likelihood of occurrence.  

Figure 7 shows an example of a risk heat map on the findings of a vulnerability scan. They 
are aligned on the risk matrix in terms of impact and likelihood of occurrence. According to 
their risk value, the mitigation of issues 4 and 9 should be prioritized. As in the previous 
examples, this type of graph can be used to summarize a set of vulnerabilities in a compact 
form. However, further details are required for successful mitigation.  
 

 
Figure 8: Risk heat map by vulnerability scores created from Symantec’s DeepSight service. The color-
coding shows vulnerabilities whose scoring values exceed a certain threshold. 

Figure 8 shows a different example of a risk heat map. The picture is an excerpt of a 
monthly summary of published vulnerabilities with a color-coding scheme applied. I use it at 
work to track and report the open issues of the previous month. The input for this list was 
obtained via the Symantec DeepSight security feed [TMS].  

Title Updated CVE ID Urgency Severity Impact

CVSS2Bas
e
Score

Temporal
Score Kategorie

Samba SID Parsing Remote Buffer Overflow 
Vulnerability

2011-06-23 
21:10:38Z

CVE-2010-
3069 (C)

8.2 10 10 10 7.4 Solaris

Samba 'SMB1 Packet Chaining' Unspecified Remote 
Memory Corruption Vulnerability

2011-06-16 
18:13:37Z

CVE-2010-
2063 (C)

8.2 10 10 10 7.4 Solaris

Microsoft Windows Distributed File System Remote 
Code Execution Vulnerability

2011-06-16 
16:54:12Z

CVE-2011-
1868 (C)

7.1 8.3 8 9.3 6.9 Microsoft

Microsoft Windows Server Message Block Client 
Remote Code Execution Vulnerability

2011-06-16 
16:13:47Z

CVE-2011-
1268 (C)

7.1 8.3 8 9.3 6.9 Microsoft

Microsoft Windows Distributed File System Remote 
Denial of Service Vulnerability

2011-06-16 
16:54:15Z

CVE-2011-
1869 (C)

5.7 6.2 3 7.8 5.8 Microsoft

Microsoft July 2011 Advance Notification Multiple 
Vulnerabilities

2011-07-07 
17:03:07Z

7.6 9 10 7.6 6.5 Microsoft

RETIRED: Microsoft June 2011 Advance Notification 
Multiple Vulnerabilities

2011-06-14 
22:21:28Z

7.6 9 10 7.6 6.5 Microsoft

OpenSSL Ciphersuite Modification Allows Disabled 
Cipher Security Bypass Vulnerability

2011-06-23 
16:28:10Z

CVE-2008-
7270 (C)

6.1 6.7 4 7.5 5.5 Solaris

IBM WebSphere Application Server JAX-RPC WS-
Security/JAX-WS Runtime Security Bypass 
Vulnerability

2011-06-17 
15:41:51Z

CVE-2010-
0774 (C)

6.1 6.7 4 7.5 5.5 WebServer

Microsoft Windows 'AFD.sys' Driver Local Privilege 
Escalation Vulnerability

2011-06-16 
17:25:09Z

CVE-2011-
1249 (C)

8 7.5 10 7.2 6 Microsoft

Microsoft Windows 'tskill' Local Privilege Escalation 
Vulnerability

2011-06-13 
16:51:34Z

7 7.5 10 7.2 6.2 Microsoft

Monthly(OS+AppServer(Techlist(Summary! (Severity!>8,!Urgency!>8,! Impact!>8,!CVSS2!>8)
Sun!Solaris!10!_sparc,!Sun!Solaris!10!_x86,!Sun!Solaris!8_sparc,!Sun!Solaris!9_sparc!...!
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Apart from their own scoring system, Symantec also use the CVSS standard to evaluate 
vulnerabilities (refer to chapter 4.1). In Figure 8, a filter has been applied to colorize each of 
them with a CVSS score greater than or equal to 8 (in orange). Another one is used to 
highlight vulnerabilities with the Symantec-specific scores on urgency, severity, and impact 
greater than or equal to 8 (in yellow). This simple color-coding system can be used in the 
vulnerability management process to quickly identify critical issues. 
 

3.2.4 Radar!chart/cobweb!
A radar chart is a line graphic in polar parallel coordinates. In information security, radar 
plots are often used for benchmarking. Examples are given in [PB05, PB05a] or in [ISM].  

 
Figure 9: Radar chart on OWASP Top 10 application vulnerabilities for three web applications. 
Application C contains the least number of issues and thus shows the smallest footprint. 

Figure 9 depicts the results of a web application security assessment on three applications. 
The vulnerabilities have been categorized according to the OWASP Top Ten application 
security risks 2010 [OT10]. This type of presentation allows for a quick comparison among 
different result sets. When looking at the chart it becomes apparent that application A is 
broken (from a security standpoint), whereas application C contains a few issues only and 
therefore results in the smallest OWASP Top Ten footprint. The chart was created using the 
radar chart template in Microsoft Excel. 
 
 !
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3.3 Visualizations!that!provide!additional!context!
This section provides an overview on visualizations that go beyond the basic charts/graphs 
presented in chapter 3.2. They are generated within the scope of displaying the host in its 
context by including additional information. An overview of how to present hierarchical data 
and networks is available in [JH10]. 
 
In this context, I would like to emphasize again a few issues that are important when 
creating a graph. According to [CM99], these are as follows:  
 

• Positioning of nodes: How to arrange the nodes on the graph (layout). 
• Representation of the edges: Assignment of weight, e.g. through color, thickness, 

or labels. 
• Dimensioning: The expectation is that all required nodes fit within the graph. 
• Interaction: This is the extent to which the viewer is able to interact with the graph, 

for example by zooming or rotating a view.  
 

3.3.1 Treemaps!
In 1991, Brian Johnson and Ben Shneiderman developed a visualization technique for 
displaying hierarchically structured information. These so-called treemaps aim to fully use 
the available display space and map the entire hierarchy onto a rectangular region. The 
main objectives were efficient space utilization, interactivity, comprehension, and esthetics 
[BJ91]. Treemaps are able to depict both the structure and content of a hierarchy. A history 
of treemap research at the University of Maryland can be found at [BS98]. 
 

 
Figure 10: Treemap graph of port scan results for three hosts. Unprivileged ports have been aggregated 
for better readability. 

Figure 10 shows a treemap graph for an nmap port scan over three hosts (refer to [NMAP] 
for further information on port scanning). Unprivileged ports (port numbers >1024) have 
been aggregated for better readability. The graph was created using the TreeMap tool 
[TREE]. As you can see, treemaps are capable of mapping a large number of information 
into small space. Although the port scan only includes three hosts, IP address 172.16.1.1 
can be quickly identified as the machine with the highest number of open privileged ports.  
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Privileged ports are the ones with port numbers below 1024 and can only be bound by the 
root user. On the other hand, host 172.16.1.3 (on the bottom on the right) shows two open 
ports only, 80 (HTTP) and 443 (HTTPS). In relation to vulnerability management, further 
enhancements to this graph could be made by color-coding port numbers of interest. For 
example, highlighting TCP ports 80 and 443 in a port scan treemap would quickly identify all 
web servers running on standard ports. This would be an example of pre-attentive 
processing described in chapter 2.2. Using red as the highlighting color would make these 
two services “pop out”. 
 
The TreeMap tool requires a tab-delimited input file that includes data type headers (TM3 
file). An example of a TM3 file is shown in Table 3 below. Data can be of type FLOAT, 
INTEGER, DATE, or STRING. Note that these types must be entered in uppercase letters 
[TREE]. The columns on the left contain the actual numbers. The fields on the right 
represent the hierarchy the treemap graph is based upon. As we are interested in the open 
ports per host, IP address (the host), protocol, and port number are a good start. 
 

port status count      
INTEGER INTEGER INTEGER      

7 1 1  172.16.1.1 tcp 7 echo 
9 1 1  172.16.1.1 tcp 9 discard 

13 1 1  172.16.1.1 tcp 13 daytime 
Table 3: Sample of a TreeMap (TM3) input file. 

In [RM08], chapter six, Raffael Marty shows an example of how to visualize vulnerability 
data from a Nessus scan using the TreeMap tool. For the treemap example in Figure 11, I 
performed a Nessus vulnerability scan over a sample network (192.168.1/24) and saved the 
results in the Nessus NBE format.  
 
1: grep "^results" test-scan.nbe | perl -naF'\|' -e 'chomp(@F);  
2: $F[6]=~s/.*CVSS Base Score\s*:\s*([\d\.]+).*/\1/;  
3: if ($F[6]!~/^[\d\.]+$/) {$F[6]="0";} $F[7]="";   
4: $,="\t"; print @F; print "\n" ; ' > sample-scan-tm3.txt 
Source Code 1: TreeMap TM3 file format parser for Nessus NBE files. If available, the CVSS base score is 
used as a severity level on a given vulnerability. 

Source Code 1 shows a slightly modified version of the parser proposed in [RM08]. It 
expects a Nessus NBE file as input and converts it to TreeMap TM3 format. For further 
information on Perl programming, refer to [PERL, RS08]: 
 
Line 1 reads all lines from the NBE file that begin with “results” (grep command) and sends 
them to the Perl interpreter. The pipe (|) character is used as a field separator.  
Line 2 defines a regular expression that filters out the digits representing the CVSS base 
score ([\d\.]+). The CVSS base score can be a single-digit decimal number from 0 to 10 
[CVSS]. Refer to chapter 4.1.3 for further details. 
Line 3 is another regular expression that, if no value was found for the CVSS score, sets the 
score to zero ($F[6]="0"). 
Line 4 finally prints each line and separates the values by tab (output field separator $,="\t"). 
The output is redirected to a file.  
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Figure 11: Treemap for Nessus vulnerability scan on the 192.168.1/24 subnet. The output is color-coded 
by severity level (CVSS base score). 

Figure 11 shows a treemap graph with a network-host-service hierarchy. It was created 
using the parser described in Source Code 1. The size of each square is based on the 
CVSS score. The higher this value, the larger the area of a given service. The number of 
squares per IP address represents the open services. Thus, the hosts on the left 
(192.168.1.100 to .103, .110, and .111) contain the largest number of (vulnerable) services. 
However, by taking square size into account, it can be quickly seen that the most severe 
vulnerabilities were found at other systems (192.168.1.53, .59, .72, .81 to .84, and .110, for 
example). In addition to that, a color-coding scheme has been applied for better readability. 
Green to yellow account for CVSS scores from 0 (least severe) to 8, whereas orange to red 
mark scores from 8 to 10 (most severe). A larger version of this graph is provided in 
Appendix A for further reference. 
 
As with the other graphs shown in chapter 3.2, additional information is required to fix all 
these vulnerabilities. From a risk management perspective, a treemap graph can be used to 
quickly identify critical issues and therefore supports the prioritization of mitigation efforts.  
 

3.3.2 NodeXlink!graphs!
A link graph consists of nodes (also called vertices) that are connected with each other by 
links (also called edges). A directed link graph uses arrows to define a direction between the 
nodes [GC07, TC01, RM09]. In computer science, node-link graphs are used in the 
representation of communication networks (i.e. finding the shortest path between two nodes) 
or the display of data flows and/or relationships between them. Another application for link 
graphs is in solving optimization problems in the field of operations research. According to 
[JB11, OW01], graph theory goes back to 1736 when Leonhard Euler solved the 
optimization problem on how to make a complete tour around the seven bridges in 
Königsberg, Germany, without crossing any bridge more than once (which turned out being 
impossible, by the way). More recent examples of link graph usage are provided in the field 
of visualizing social networks [JH05]. In [RM08], Raffael Marty uses link graphs extensively 
to visualize log data, to perform firewall ruleset analysis, or to discover insider threats. He 
uses color, shape, and edge thickness to encode additional data dimensions.  
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Figure 12: Node-link graph example. Graph properties are described in DOT language.  

Figure 12 shows an example of a directed link graph representing traceroutes from a 
workstation in one subnet to a number of servers in another subnet. It can be seen that from 
machine 10.10.1.102, all hosts can be reached via the node 10.1.1.3, which is most 
probably a network device such as a router or a firewall. The graph properties have been 
defined in a DOT file, which was then fed to the GraphViz tool [GVIZ]. The DOT language is 
a simple attributed graph language used to define a link graph [DOT, GN09]. All hosts on the 
internal (trusted) subnet have been colorized in green, whereas the external (untrusted) 
node is shown in red. The network device was further given a rectangular shape.  
 
 1: digraph structs { 
 2:  // general graph properties 
 3:   graph [label="Node-link graph example using GraphViz",  
  fontsize=14]; 
 4:   node [shape=ellipse, style=filled, fontsize=12,               
            fontcolor=black; fillcolor=green]; 
 5:   edge [len=1.6]; 
 6:   // node-specific shapes 
 7:   "10.1.1.102" [fillcolor=red]; 
 8:   “10.1.1.3" [shape=box]; 
 9:   // the actual nodes and edges 
10:   "10.1.1.102" -> "10.1.1.3" [label=" public ", fontcolor=red,  
            style=bold, color=red ]; 
11:   "10.1.1.3" -> "192.168.1.72"; 
12:   "10.1.1.3" -> "192.168.1.93"; 
13:   "10.1.1.3" -> "192.168.1.55"; 
14:   "10.1.1.3" -> "192.168.1.111"; 
15:   "10.1.1.3" -> { "192.168.1.83"; "192.168.1.97" };  
16: } 
Source Code 2: DOT file for the sample graph shown in Figure 12. The DOT language supports the 
definition of global and node-/edge-specific attributes such as color, shape, and size.  

Source Code 2 describes Figure 12 in the DOT language: 
 
Line 1 defines a directed graph structure (there are directed and undirected graphs). 
Line 2 shows a comment. The DOT language supports comments in C notation (// for single 
lines and /* */ for multiple lines). Lines that begin with # are ignored, too. 
Lines 3 to 5 describe global properties for the graph, nodes, and edges. These attributes can 
be overwritten on a node- or edge-specific basis. 
Lines 7 and 8 contain node-specific attributes. For example, host 10.1.1.102 is highlighted in 
red, whereas node 10.1.1.3 is drawn as a rectangle. 
Line 10 defines the link between IP addresses 10.1.1.102 and 10.1.1.3 with edge-specific 
attributes.  
Lines 11 to 15 define all other nodes and edges. Instead of writing them one by one, target 
nodes can also be aggregated in curly brackets as shown in line 15. 
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Additional link graph examples are provided at the GraphViz Gallery [GVIZ]. Another source 
is Tamara Mutzner’s talk on the information visualization portfolio where she presents fifteen 
different views of a node-link graph [TM06]. In terms of security visualization, node-link 
graphs can be used to represent the underlying network architecture. By color-coding the 
nodes according to the number and severity of the vulnerabilities found, or by applying a 
scoring system on the edges, or both, the distribution and criticality of vulnerabilities can be 
quickly identified on a per-host basis within the network.  
 

3.3.3 Attack!trees/attack!graphs!
An attack tree/attack graph models how multiple vulnerabilities may be combined for an 
attack. They represent system states using a collection of security-related conditions. 
Vulnerability exploitation is modeled as a transition between system states [SN10]. 
Discussions on the usefulness of attack trees go back to 1999 when Bruce Schneier 
describes them as a formal method for analyzing and describing the security of systems and 
subsystems [BS99]. The field has evolved since. In 2002, Michael Artz developed the 
NetSPA (Network Security Planning Architecture) tool at the MIT Lincoln Laboratory using 
attack graphs to reveal security problems within a given network [MA02]. Along with 
vulnerability data (i.e. imported from a vulnerability scanner or a vulnerability database), 
NetSPA uses network configuration information, including software types and versions, 
network connectivity, and firewall rulesets. 
 

 
Figure 13: Example of a simple network (a) and a partial attack graph for this network (b). The attacker 
starts on the black node on the top (the attacker host). Source [LI05a] 

Figure 13 shows a partial attack graph for a small sample network. Each node in the attack 
tree represents a state of the network and the attacker privileges that have been obtained so 
far. The vulnerability characterization model proposed in [LI05a] consists of four levels of 
privileges: User (user privilege), Administrator (administrator or root privilege), Denial-of-
Service (DoS), and other (i.e. read/write access to a file or limited access to a database). 
These four categories (privileges) represent the effect of an attack. An edge indicates that 
the destination node has a vulnerability that the attacker can successfully exploit, either 
directly by remote, or by obtaining local user privileges first. This is referred to as the 
vulnerability’s locality.  
 
Multiple edges, such as shown in A3 and A4, represent multiple vulnerabilities. Either way is 
possible to reach the desired privileges. The attacker, located outside the firewall, starts on 
the black node on the top (the attacker host) and moves on (jumps) down the tree from one 
machine to another by exploiting vulnerabilities. He is, however, limited by access control 
lists on the firewall so that a direct connection to the database server is not permitted (hence 
the hierarchical structure of the attack tree). A full attack graph would show all possible 
paths or sequences of compromised hosts and vulnerabilities that an attacker can use to 
compromise all hosts in this network. 
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In [LI05], Richard P. Lippmann and Kyle W. Ingols provide a critical review of past research 
on attack graphs until 2005. They identified the insufficient scaling on the computation of an 
attack graph for large networks as one of the major weaknesses in past approaches. The 
best algorithm back then required N to the power of six computations where N represents 
the number of hosts (refer to [PA02] or to [SJ05, SJ07, SN09]). Furthermore, computing 
reachability using the simplest approach requires an additional N to the power of two host-
to-host reachability analyses prior to attack-graph generation. A second major weakness 
was identified in the fact that many approaches required entering pre- and post-conditions of 
exploits or attack components by hand. And third, due to network address translation (NAT) 
and access control lists (ACL) that contain groups of IP addresses, they claimed that the 
determination of reachability using vulnerability scanners alone is not satisfactory, yet 
“almost impossible”.  
 
The NetSPA tool has been improved to overcome these limitations [LI05a, KI06, LI06, 
LW07]. Simulation studies in [LI05a] demonstrated good scaling on complex networks with 
more than 40’000 hosts. One method to bring down the number of computations was the 
use of aggregation, which is proposed in [SN04], for example. Instead of computing a full 
reachability matrix including every host in a network, hosts with similar reachability matrix 
entries have been grouped into so-called reachability domains. This results in a significant 
reduction of operations required.  
 
In practice, generating a full attack graph is impractical for all but the smallest networks due 
to its complexity. Therefore, the use of predictive attack graphs is suggested instead [LI05]. 
Unlike a full attack graph that shows all possible paths or sequences of compromised hosts 
and vulnerabilities (too much information), a predictive attack graph has all the redundant 
paths removed but still shows all relevant information.  
 

 
Figure 14: Three types of attack graphs. The predictive attack graph (b) does not contain redundant 
information but still holds the information on the vulnerabilities. Source [LI05a] 

Figure 14 compares three different types of attack graphs. The full attack graph on the left 
(a) contains redundant information. This is indicated by the labeling of the edges 
(vulnerabilities) on the upper two and the bottom two paths: After successfully compromising 
host D (the path at the bottom), the attacker may choose to move on to host C using 
vulnerability 1. Then, he continues to host X using vulnerability 1 again, and finally attacks 
host B by exploiting either vulnerability 1 or vulnerability 2 (represented by the two edges 
between X on level three and B on level four).  
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In contrast to that, the host-compromised attack graph (c) displayed on the right only 
indicates that these hosts can be successfully compromised. It does not account for any 
specific vulnerability but only shows that an attack path exists. Unlike (a) and (b), it cannot 
be used to determine whether eliminating a vulnerability prevents a successful compromise 
or whether there are other ways to compromise a given host. This is the strength of the 
predictive attack graph (b) in the center. It supports the analyst in making predictions when 
any combination of edges (vulnerabilities) is removed (so-called “what-if analysis”). For 
example, without the existence of vulnerability 1, an attacker would not be able to 
compromise systems on level 2 using vulnerability 2 because access to host X is a pre-
condition to exploit vulnerability 2. This prediction-making process can be improved by 
assigning asset values to each host.  
 
Based on this research, new graphical user interfaces have been built on top of NetSPA. 
These are GARNET, the “Graphical Attack graph and Reachability Network Evaluation Tool” 
[LW08], and its successor NAVIGATOR, “Network Asset VIsualization: Graphs, ATtacks, 
Operational Recommendations” [MC10]. Besides an extended interactive GUI, GARNET 
introduced the above mentioned “what-if analysis” and the ability to compute security metrics. 
NAVIGATOR was designed to eliminate some of GARNET’s shortcomings and to provide 
new features. One example is the ability to overlay the attack tree onto a network map. 
 
A similar approach was developed at the Center for Secure Information Systems at George 
Mason University. It is called Topological Vulnerability Analysis (TVA) and is described in 
detail in [SJ05, SJ07, SH08, SN09, and SJ10]. The TVA research has led to the 
development of a commercial software product called Cauldron [KJ09, CLDR]. Other 
commercial tools in this area are RSVA, the RedSeal Vulnerability Advisor [RSVA], or the 
Skybox Risk Control solution [SKYBOX]. 
 
As mentioned previously, data aggregation is a method to hide less important information 
(also refer to chapter 3.1). A practical example of an aggregated attack tree used in 
vulnerability management is as follows: 
 

 

Figure 15: Aggregated attack graph. The N nodes can be used to attack further systems. The U letters 
represent vulnerable systems in the same subnet. Source [LI06] 

Figure 15 was generated using NetSPA from data collected at a real network [LI06]. The 
graph has been simplified to only show hosts that can be compromised at the system level 
(Windows administrator or Unix root, respectively). Given the attacker in the external 
network at node N1 (on top) the tree indicates that 93 systems on the external network can 
be directly compromised by exploiting one (or more) of the 88 known vulnerabilities across 
these hosts (the branch on the right). Due to the four vulnerabilities found on node N2 
(server01.division.com), this server can be used as a jump station to compromise another 
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125 nodes in the division LAN (U2). Server N2 can also be used to successfully attack a 
server in the office DMZ, N664 (dmzweb.office.division.com). Finally, the attacker can 
proceed to node N1982 (intpc.office.division.com) in the internal office LAN using the two 
vulnerabilities on this computer. Therefore, a first and strong recommendation that would 
significantly improve the security level of the entire network would be in fixing the holes on 
node N2. The elimination of these four vulnerabilities would prevent the attacker from 
reaching and exploiting all but the systems on the external network. 
 
In [SN10], Seven Noel et al. propose how attack graphs can be used to measure security 
risks of entire networks. Attack trees put vulnerabilities in context. They define causal 
relationships among exploits and how multiple vulnerabilities may be combined for a 
successful attack. Their approach is based on assigning security metrics to every edge of an 
attack path, which allows them to calculate an overall (risk) metric for any attack path of 
interest. This overall metric can be used to further analyze and quantify the effects of 
mitigating any vulnerability. For example, given the opportunity of cutting off one of two 
attack paths that lead to the same system, which one provides a higher risk? This question 
is answered by comparing the two attack path metrics against each other. The mitigation of 
vulnerabilities that lead to the attack path that bears the higher risk should be prioritized. 
 
But what are good security metrics? Good metrics can be measured consistently, are 
inexpensive to collect, are expressed numerically, have units of measure, and have specific 
context [AJ07]. In the model proposed in [SN10], a likelihood of occurrence is assigned to 
every attack. This could be the relative frequency of events observed on a network over time 
or be taken from a product such as Symantec DeepSight [TMS]. The overall attack graph 
metric quantifies the risk by measuring the likelihood of an attack path eventually getting 
realized by an attacker (risk equals impact times likelihood of occurrence).  
 

 
Figure 16: Attack graph metrics for two different configuration choices. The best choice is evaluated 
based on the calculation of the likelihood values of exploitation. Source [SN10] 
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Figure 16 represents an attack graph that leads to the successful compromise of node 2 (the 
one at the bottom marked with a “B”) using some local buffer overflow vulnerability 
(local_bof). The attacker has two choices: (a) He follows the path to the left and exploits the 
vulnerable SSH daemon to access node 1 and proceeds from there. (b) He exploits a known 
FTP vulnerability on host 1 to establish a trust relationship that allows him to further exploit 
some RSH vulnerability and compromise node 1 (the path to the upper right). The numbers 
in brackets, i.e. (0,1), represent the source and destination of an attack.  
 
Of course, the attacker could also follow the path to the right and attack node 2 directly. Of 
interest in this case is the question of whether the SSH daemon or the RSH port should be 
blocked from outside access to cut the attacker off from exploiting node 1. The answer to 
this question is provided by calculating the risk (likelihood) values along the attack trees and 
by comparing them against each other. When one exploit must follow another in a path 
because both of them are required to eventually reach the goal, their measures are 
multiplied, i.e. p(A and B) = p(A)p(B). This relationship is conjunctive (boolean AND). On the 
other hand, if a condition can be satisfied in more than one way and thus a choice of paths is 
possible, the measures are calculated as follows: p(A or B) = p(A) + p(B) – p(A)p(B). This 
relationship is disjunctive (boolean OR).  
 
The security analyst in charge has three choices: accepting the risk without making any 
changes to the network, patching the vulnerable SSH daemon (on the upper left) so that the 
attacker cannot directly exploit system 1 anymore, or eliminating the known isues in the FTP 
and RSH services (on the top right). Noel et al. [SN10] have used a minimum and maximum 
likelihood value for each exploit, which results in the curves shown in Figure 16. Table 4 
provides an example on how these different risk scores are calculated based on the average 
values. 
 
action likelihood p(A) likelihood p(B) p(B) in 

numbers 
no 
change 

p(A) = p(ftp_rhosts) 
[ p(sshd_bof) + 
p(ftp_rhosts)p(rsh) – 
p(sshd_bof)p(ftp_rhosts)p(rsh) ] 
 
p(A) = 0.55 [ 0.15 + (0.55 x 0.3) 
– 0.15(0.55 x 0.3) ] = 0.159 
 

p(B) = p(local_bof) [ p(A)p(rsh) 
+ p(ftp_rhost)p(rsh) – 
p(A)p(rsh)p(ftp_rhost)p(rsh) ] 
 
p(B) = 0.15 [ 0.159 x 0.3 + 
0.55 x 0.3 – 0.159 x 0.3 x 0.55 
x 0.3 ] 

0.0307 

blocking 
SSH 
access 

p(A) = 
p(ftp_rhosts)p(rsh)p(ftp_rhosts) 
 
p(A) = 0.55 x 0.3 x 0.55 = 0.091 

p(B) = p(local_bof) [ p(A)p(rsh) 
+ p(ftp_rhost)p(rsh) – 
p(A)p(rsh)p(ftp_rhost) 
p(rsh) ] 
 
p(B) = 0.15 [ 0.091 x 0.3 + 
0.55 x 0.3 – 0.091 x 0.3 x 0.55 
x 0.3 ] 

0.0282 

blocking 
RSH 
access 

p(A) = p(ssh)p(ftp_rhosts) 
 
p(A) = 0.15 x 0.55 = 0.083 

p(B) = p(local_bof) [ p(A)p(rsh) 
+ p(ftp_rhost)p(rsh)  - 
p(A)p(rsh)p(ftp:rhost) 
p(rsh) ] 
 
p(B) = 0.15 [ 0.083 x 0.3 + 
0.55 x 0.3 – 0.083  x 0.3 x 0.33 
x 0.3 ] 

0.0278 

Table 4: Risk (likelihood) calculation on different attack trees to evaluate the best option for mitigation. 
The smaller the value, the less likely the given threat vector. Source [SN10] 
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Table 4 demonstrates that the compromise likelihood and therefore the risk of an attack 
vector being executed can be put in numbers. Based on these metrics, it is possible to 
choose the best option for risk mitigation. In this case, this would be blocking/patching the 
vulnerable RSH service, which brings down the likelihood of an attack to the minimum 
among the three options proposed. Noel et al. even go one step further and assign a cost 
estimate to each action. In [SN10], these costs are compared to the potential loss of an 
incident to show the tradeoff between cost of implementation and return on investment. A 
change is only implemented if the costs for implementation are less than the costs of the 
expected loss.  

3.3.4 Radial!tree!layouts!
Since version 4.75 of nmap, the user is able to draw a map of the network based on the 
underlying scan data (refer to the changelog section at [NMAP]). This is done through 
Zenmap, the graphical user interface for the nmap security scanner. The Zenmap GUI is not 
meant to replace the nmap command line tool but to make it more useful. According to 
Fyodor, the founder of nmap, some of its advantages are interactive and graphical results 
viewing, comparison (among scan results), convenience, repeatability, and discoverability 
[Zenmap]. The topology view used in Zenmap is an adaption of the RadialNet program 
written by Joao Medeiros [RN07, JM08]. This type of graph corresponds to the animated 
radial layouts in Tamara Mutzner’s node-link graph portfolio [TM06] or to the radial node-link 
diagram shown in [JH10]. Starting from the node at the center, it displays the nodes in a 
network hierarchy based on the path to that host. Each circle represents one hop-count 
(traceroute).  
 

 
Figure 17: RadialNet/Zenmap network topology view. Starting from the scanning machine in the center, it 
shows the network distance to each destination host. Source [JM08] 

Figure 17 displays a RadialNet/Zenmap network topology view of a case study on 50 
Brazilian universities [JM08]. Starting from the scanning host at the center it shows how the 
238 nodes in total are connected. Each regular host is represented as a little circle. The 
color and size of a host depend on the number of open ports on that host. The more open 
ports, the bigger the circle. A white circle means that the host was not scanned but is along 
the path. Green indicates a host with less than three open ports, yellow means that the 
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number of open ports is between three and six, and red stands for hosts that show more 
than six open ports. Network devices are shown as rectangles. Connections are shown in 
blue, whereas alternate paths between two nodes are drawn in orange. The additional icons 
next to some hosts indicate their type, i.e. a router, a switch, a wireless access point, a 
firewall, or a host that has some ports filtered [Zenmap]. The majority of the icons represent 
hosts with filtered ports (the icons in yellow). The blue icons identify four wireless access 
points and one network switch.  
 
Hosts with more than six open ports can be identified quickly by looking at the network 
topology. However, these services do not necessarily have to be vulnerable against known 
attacks. This is where the vulnerability scanning results come into play. Joao Medeiros 
proposed this type of integration as a future work [JM08]. In a personal email conversation 
he mentioned that RadialNet is still under development but that new functions are not 
released very often because he is currently working on other projects. The radial tree layout 
is a good choice when displaying a large number of nodes due to its efficient utilization of 
space.  
!

3.4 Conclusion!
This chapter introduces the six-stage information visualization process. It is important that 
the goal of the visual representation and its message to the audience are defined prior to 
data analysis and data processing. Raw data is aggregated with additional information and 
context and transformed into a graphical representation. This is where the careful selection 
of graphical elements and properties described in chapter 2 come into play. The visual 
representation can now be viewed and adjusted along the rules defined in chapter 2.3. It is 
very common that the first attempt does not provide the desired result and requires a 
number of iterations [RM08]. If the visual is satisfactory, it must be interpreted and validated 
against the desired message that has been defined at stage one. It is then up to the reader 
to decide whether or not the intended message is delivered and understood.  
 
In addition to the information visualization process, this chapter introduces examples of 
visualizations that can be used in vulnerability management. Many of the basic graphs 
provided in the first part of this chapter are commonly seen in information security 
dashboards because of their level of aggregation. With few exceptions, upper management 
is not interested in the details of a specific vulnerability but rather in the number of critical 
issues and by when they will be solved (risk management). This is in line with Ben 
Shneiderman’s information seeking mantra [BS96]: “Overview first, zoom and filter, and then 
details on demand.” The visualizations presented in the second part of this chapter allow 
showing vulnerabilities in their context by providing additional information. This can be a 
treemap highlighting vulnerabilities and the hosts or services where they apply. Another 
example is using a node-link graph to represent a given network infrastructure.  
 
A lot of research has been done in the area of attack trees and how they can be used to 
model the security of an entire network infrastructure. The latest developments of 
NetSPA/NAVIGATOR or TVA are able to combine firewall and network device configuration 
information with vulnerability scanning results [MC10, SJ10]. Besides a visual representation, 
the user is given a list of suggested countermeasures that are seen as most effective. The 
validation of security scenarios throughout the entire network is possible by performing a so-
called “what-if analysis”. 
 
The selection of visualizations provided here was driven by their applicability to vulnerability 
management. Along with the information visualization process they serve as the foundation 
to chapter 5.  
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4 Vulnerability!scoring!and!categorization!frameworks!
If the statistics are boring then you’ve got the wrong numbers. – Edward Tufte [ET01] 
 
Given a list of “all important” vulnerabilities, which are the ones that should be approached 
first? Vulnerabilities need to be evaluated against some scoring system to allow the 
implementation of adequate countermeasures and prioritization. In practice, they are rated in 
various ways. Examples are the Microsoft Severity Rating System (MSRS) or the Common 
Vulnerability Scoring System (CVSS). This chapter contains a selection of existing 
vulnerability scoring and categorization/classification systems that are commonly seen in 
practice. The goal is not to explain these systems in detail but provide them as a reference 
and background information to chapter 5. A comprehensive list of references can be found in 
[LA09] or in [MSM], for example. 
 
Regardless of the scoring system, the evaluation of the vulnerabilities listed in a vulnerability 
database or the ones disclosed by a vulnerability scanner is usually done with a technical 
focus from an enterprise-external perspective. Examples are the Open Source Vulnerability 
Database, Symantec’s DeepSight security feed (a commercial database that includes data 
from Bugtraq, SecurityFocus, and other sources), or the Nessus vulnerability scanner. 
Company-specific (internal) standards such as data and system security guidelines, risk 
appetite, or compensating controls are not taken into account. Therefore, another evaluation 
against some internal scoring system is required to support the development of 
environment-specific countermeasures.  
 

4.1 Popular!vulnerability!scoring!systems!
This chapter introduces three popular vulnerability scoring systems that I find very applicable. 
The rating is mostly driven by the impact of the attack, for example on the confidentiality, 
integrity, or availability of a target. The severity score reflects the impact potential of an 
attack and suggests the urgency of further actions. Generally spoken, the higher the score, 
the more severe a given vulnerability.  
 

4.1.1 Microsoft!Severity!Rating!System!(MSRS)!
A vulnerability rating system seen very often today is the Microsoft Severity Rating System 
(MSRS). It provides a single rating for any new vulnerability published by the Microsoft 
Security Response Center. The system was revised in November 2002. It is intended to 
“help our customers decide which patches they should apply to avoid impact under their 
particular circumstances, and how rapidly they need to take action” [MSRS]. 
 
rating definition 
critical A vulnerability whose exploitation could allow the propagation 

of an Internet worm without user action. 
important A vulnerability whose exploitation could result in compromise 

of the confidentiality, integrity, or availability of users data, or of 
the integrity or availability of processing resources. 

moderate Exploitability is mitigated to a significant degree by factors such 
as default configuration, auditing, or difficulty of exploitation. 

low A vulnerability whose exploitation is extremely difficult, or 
whose impact is minimal. 

Table 5: The Microsoft Severity Rating System as applied in Microsoft’s security bulletins [MSSB]. The 
severity of a vulnerability is rated in four levels. Source [MSRS] 
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Table 5 lists the four severity levels used by the Microsoft Severity Rating System. They are 
defined as “critical”, “important”, “moderate”, and “low”. Although the vulnerabilities are 
assessed objectively, the rating is mainly driven by impact potential. The success of MSRS 
lies in its simplicity. The security analyst is given four levels of prioritization. A common 
practice is to assign intended timeframes for mitigation such as in [CC11]. For example, 
patches for critical vulnerabilities need to be applied within two days, important ones within 
ten days, and the ones for vulnerabilities rated as moderate within twenty days. Low-risk 
issues can be fixed as part of the standard software lifecycle. 
 
The Center for Internet Security (CIS) has proposed the mean-time to mitigate vulnerabilities 
(MTTMV) as one of five security metrics in vulnerability management [CIS10]. In his Black 
Hat 2009 presentation, Wolfgang Kandek, the CTO of Qualys, has formulated the so-called 
laws of vulnerabilities 2.0 [WK09]. Based on accumulated scanning data collected in 2008, 
he stated that the average half-life of any vulnerability is about 30 days. Half-life is defined 
as the time interval measuring a reduction of a vulnerability’s occurrence by half. In addition 
to that, the average exploitation time, the interval between an exploit announcement and the 
first attack, is down to ten days compared to 60 days in 2004. This finding is affirmed as well 
in [NIST800-40], in [SF09], and in [DW06]. 
 

4.1.2 Symantec!DeepSight!threat!management!system!
The Symantec DeepSight threat management system [TMS] has already been introduced 
briefly in chapter 3.2. In addition to the CVSS values (refer to chapter 4.1.3), Symantec 
analysts use their own rating to evaluate the threat posed by a vulnerability.  
 
rating definition 
urgency rating  
(based on the weighted 
values of severity, ease, 
and credibility) 

This rates the urgency of the vulnerability on a scale of 0 
(low) to 10 (high). It implies the priority to fix or mitigate the 
vulnerability. The severity rating accounts for 65%. The 
higher the value, the more urgent a solution (prioritization). 
 

severity rating  
(based on the values for 
impact, availability, 
authentication, and remote) 

This rates the vulnerability’s severity on a scale of 0 (low) 
to 10 (high). The impact and remote ratings account for 
55% and 25%, respectively. The higher the value, the more 
severe a successful exploitation. 
 

impact rating  
(based on the impact on 
availability, confidentiality, 
and integrity, the privilege 
obtained, and the objects 
affected) 

This rates the impact of a vulnerability on a scale of 0 (low) 
to 10 (high). The numerical value is determined with a 
formula based on the value of the security properties lost, 
the privilege obtained, and the objects affected. Privilege 
levels are differentiated between User (non-privilege), 
Limited (limited privilege), and Full (root privilege).  
 

availability rating This relates to the likelihood that a software package is 
running and available for exploit at the time of attack. 
Possible values are: Always, time-dependent, user 
initiated, and circumstantial. Availability is used in the 
calculation of the impact and severity ratings. 
 

ease of exploit This field is an evaluation of the barrier to entry on a scale 
of 0 to 10. It describes how easy exploitation is to 
accomplish. Possible values are: no exploit available, 
exploit available, no exploit required (most severe). 
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rating definition 
credibility This field evaluates the reliability of the information about a 

given vulnerability. Possible values are: conflicting reports 
(least credible), single source, reliable source, conflicting 
details, multiple source, and vendor confirmed (most 
credible). 
 

Table 6: Symantec DeepSight threat management system. In their professional security advisories, 
Symantec provides threat ratings on urgency, severity, and impact. Source [ST06] 

Table 6 contains a description of the most important metrics of the Symantec threat 
management system [ST06]. At first glance, this scheme seems to be quite complex 
compared to the Microsoft Threat Rating System described in chapter 4.1.1. On the other 
hand, it enables the analyst to better evaluate and prioritize a given vulnerability. What 
would require immediate action based on Microsoft’s rating system could possibly be 
delayed based on the Symantec urgency rating. This is why I also use the Symantec ratings 
when looking at the monthly techlist summary (refer to Figure 8 on page 24 where I used a 
risk heat map to highlight the major vulnerabilities over the last month).  
 
Symantec Vulnerability Alert 
Microsoft .NET Framework ASP.NET Forms CVE-2011-3417  
Security Bypass Vulnerability 
Bugtraq ID          51203 
CVE                 CVE-2011-3417(Candidate) 
Published           Dec 29 2011 
Last Update         12/29/2011 9:35:51 PM GMT 
Remote              Yes 
Local               No 
Credibility         Vendor Confirmed 
Classification      Design Error 
Ease                Exploit Available 
Availability        Always 
Authentication      Not Required 
 
CVSS Version 2 Scores 
CVSS2 Base          10 
CVSS2 Temporal      8.3 
CVSS2 Base Vector   AV:N/AC:L/Au:N/C:C/I:C/A:C 
CVSS2 Temporal VectorE:F/RL:OF/RC:C 
 
Impact 8         Severity 8.9       Urgency Rating 8.9 
 
Source Code 3: Real-world example of a Symantec DeepSight security alert. Source [TMS] 

Source Code 3 shows a recent vulnerability alert from the DeepSight service. Further details 
such as the list of vulnerable systems, technical description, attack scenarios, mitigation 
strategies, and solutions are not shown for brevity. It provides a good example of how 
different vulnerability scoring and classification systems are cross-referenced in one 
advisory. The Bugtraq ID points to the well-established Bugtraq full disclosure mailing list 
and vulnerability database [SFDB], whereas the CVE-ID refers to the Common Vulnerability 
and Exposures database described in chapter 4.2.1. The Symantec-specific ratings are 
shown in the last line.  
 
 !



 

 

Vulnerability scoring and categorization frameworks 

Visualizations in vulnerability management Page 40 of 96 

4.1.3 Common!Vulnerability!Scoring!System!(CVSS)!
As defined in the CVSS guide, “the Common Vulnerability Scoring System (CVSS) provides 
an open framework for communicating the characteristics and impacts of IT vulnerabilities” 
[CVSS]. CVSS consists of three metric groups: Base, temporal, and environmental. Each 
group produces a numeric score from 0 to 10, and a so-called vector, which is a compressed 
textual representation that reflects the values used to derive the score. The base group 
represents the intrinsic qualities of a given vulnerability. The temporal group reflects the 
characteristics that change over time. The environmental group takes into account the ones 
that are unique to any user’s environment. CVSS enables IT managers, vulnerability bulletin 
providers, security vendors, application vendors and researchers to all benefit by adopting 
this common language of scoring IT vulnerabilities.  
 

 
Figure 18: An overview of the CVSS version 2 metric groups. Source [CVSS] 

Figure 18 presents an overview of the three CVSSv2 metric groups. The CVSS standard is 
maintained by FIRST, the “Forum of Incident Response and Security Teams”. Version 2 
(CVSSv2) was released in June 2007. Tables 7 to 9 summarize these metrics in more detail. 
The description field has been adjusted for brevity. 
 
metric group metric description 
CVSSv2 base score 
(mandatory) 
 
The base metric group 
captures the characteristics 
of a vulnerability that are 
constant with time and 
independent across user 
environments. Each metric 
is scored on a scale from 0 
(lowest) to 10 (highest).  

access vector (AV): 
local (L), adjacent network 
(A), network (N) 
 

This metric reflects how the 
vulnerability is exploited. Is 
local access to the system 
required or can it be 
exploited remotely via the 
network? The more remote, 
the greater the score. 
 

access complexity (AC): 
high (H), medium (M), low 
(L) 
 

This metric measures the 
complexity of the attack 
required to exploit the 
vulnerability once an 
attacker has gained access 
to the target system. The 
lower the complexity, the 
higher the score. 
 

authentication (Au): 
multiple (M), single (S), 
none (N) 
 

This metric indicates the 
number of times an attacker 
must authenticate to a 
target to successfully exploit 
a vulnerability. The fewer 
authentication instances 
required, the higher the 
vulnerability score. 
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metric group metric description 
confidentiality impact (C): 
none (N), partial (P), 
complete (C) 
 

This metric measures the 
impact on confidentiality of 
a successfully exploited 
vulnerability. Is it possible 
for an attacker to gain 
access to files? The higher 
the confidentiality impact, 
the higher the score. 

integrity impact (I): 
none (N), partial (P), 
complete (C) 

This metric measures the 
impact to integrity of a 
successfully exploited 
vulnerability. Is it possible 
for an attacker to modify 
files and thus affecting their 
trustworthiness? The higher 
the integrity impact, the 
higher the score. 

availability impact (A): 
none (N), partial (P), 
complete (C) 

This metric measures the 
impact to availability of a 
successfully exploited 
vulnerability. Availability 
refers to the accessibility of 
information resources. Is 
the attacker able to launch 
a Denial-of-Service attack 
to the target? The higher 
the availability impact, the 
higher the score. 

Table 7: CVSSv2 base score metrics. Source [CVSS] 

 
metric group metric description 
CVSSv2 temporal score 
(optional) 
 
The threat posed by a 
vulnerability may change 
(normally decrease) over 
time. Since temporal 
metrics are optional they 
each include a metric value 
that has no effect on the 
CVSS base score. This 
value can be used for 
prioritization of mitigation 
efforts, however. Each 
metric is scored on a scale 
from 0 (lowest) to 10 
(highest). The higher the 
temporal score, the more 
urgent the need for 
countermeasures. 

exploitability (E): 
unproven (U), proof-of-
concept (POC), functional 
(F), high (H), not defined 
(ND) 

This metric measures the 
current state of exploit 
techniques or code 
availability. Is the 
exploitation only of 
theoretical nature or is there 
some functioning exploit 
code available? The more 
easily a vulnerability can be 
exploited, the higher the 
score. 
 

remediation level (RL): 
official fix (OF), temporary 
fix (TF), workaround (W), 
unavailable (U), not defined 
(ND) 

The remediation level of a 
vulnerability is an important 
factor for prioritization. 
Countermeasures develop 
over time. Each of these 
respective stages adjusts 
the temporal score 
downwards, reflecting the 
decreasing urgency as 
remediation becomes final. 
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metric group metric description 
The less official and 
permanent a fix, the higher 
the score. 

report confidence (RC): 
unconfirmed (UC), 
uncorroborated (UR), 
confirmed (C), not defined 
(ND) 

This metric measures the 
degree of confidence in the 
existence of the 
vulnerability and the 
credibility of the known 
technical details. This 
metric also suggests the 
level of technical knowledge 
available to would-be 
attackers. The more a 
vulnerability is validated by 
the vendor or by other 
reputable sources, the 
higher the score. 

Table 8: CVSSv2 temporal score metrics. Source [CVSS] 

 
metric group metric description 
CVSSv2 environmental 
score (optional) 
 
These values reflect 
environment-specific 
standards. Since temporal 
metrics are optional they 
each include a metric value 
that has no effect on the 
CVSS base score. This 
value can be used to affect 
a particular metric and give 
it more weight. Each metric 
is scored on a scale from 0 
(lowest) to 10 (highest).  
 
 

collateral damage potential 
(CDP): 
none (N), low (L), low-
medium (LM), medium-high 
(MH), high (H), not defined 
(ND) 
 

This metric measures the 
potential for loss of life or 
physical assets through 
damage or theft of property 
or equipment. The metric 
may also measure 
economic loss of 
productivity or revenue. The 
greater the damage 
potential, the higher the 
score. 

target distribution (TD): 
none (N), low (L, up to 
25%), medium (M, between 
26 and 75%), high (H, from 
76 to 100%), not defined 
(ND) 
 

This metric measures the 
proportion of vulnerable 
systems. How many 
systems could be affected 
by the vulnerability in a 
given environment? The 
greater the proportion of 
vulnerable systems, the 
higher the score. 

security requirements: 
confidentiality (CR), integrity 
(IR), availability (AR) 
 

These metrics enable the 
analyst to customize the 
CVSS score depending on 
the importance of the 
affected IT asset to a user’s 
organization, measured in 
terms of confidentiality, 
integrity, and availability. 
Each security requirement 
has three possible values: 
“low,” “medium,” or “high.” 

Table 9: CVSSv2 environmental score metrics. Source [CVSS] 
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The temporal and environmental metric groups are seen as optional. For instance, 
Symantec DeepSight advisories contain both the CVSS base score and the temporal score 
(refer to Figure 8 on page 24 for a real-life example). An accurate evaluation of the 
environmental score is not possible at this stage due to its environment-specific 
dependencies. The huge benefit of CVSS lies in the fact that it is a common standard. Any 
given vulnerability is evaluated the same way. During my career as a security consultant, I 
have seen many companies that use the CVSS score in vulnerability/risk management.  
 

Figure 19: CVSSv2 Calculator. The CVSS scores are calculated on a menu-based selection of metrics. 
Source [CVSScalc] 

Figure 19 displays an example of the so-called CVSS Calculator. It supports the calculation 
of the CVSS scores and is provided by NIST, the National Institute of Standards and 
Technology [CVSScalc]. Following the descriptions in Table 7 to 9 and selecting the worst-
case scenarios the scores should go up.  
 
I think that Mike Schiffman, at that time researcher with Cisco Systems, was right in saying 
that using CVSS “is a new way to talk about vulnerability severity” [JL05]. Since then, CVSS 
has emerged as the de facto standard used by the security community. For example, the 
use of CVSS is mandated by the PCI DSS standard [PCI2]. It is also used as a scoring 
system at the NIST National Vulnerability Database [NVDB], and it is further recommended 
by a wide range of vendors, for example in Cisco’s Risk Triage whitepaper [CRT].  
!
 !



 

 

Vulnerability scoring and categorization frameworks 

Visualizations in vulnerability management Page 44 of 96 

4.2 Popular!vulnerability!classification!and!categorization!systems!
In contrast to a scoring system, vulnerability classification and categorization systems aim to 
classify/categorize a given vulnerability into a well-defined set of types or classes. In [PM07], 
Pascal Meunier looks at popular vulnerability classifications and points out that many of 
these are scientifically not correct because it is possible to find examples that fall into more 
than one section at once. By definition, scientifically correct taxonomies must have these 
properties [IK98]:  
 

1. Objectivity: Values must be based on an observable property of the object. 
2. Determinism: There must be a clear and objective procedure to follow so that there 

is no possibility of misclassification. 
3. Repeatability: Given the same values for selection among different people, they 

must be able to reach the same conclusion.  
4. Specificity: The selected value must be unique and unambiguous. 

 
Because many existing taxonomies are ambiguous, one argument is that taxonomies should 
be judged on their usefulness instead [PM07]. Another taxonomy I like is the classification by 
exploitability, which is proposed in [MB05]. This type of metric is also included in the 
Common Vulnerability Scoring System described earlier in this document. 
 

4.2.1 Common!Vulnerabilities!and!Exposures!(CVE)!database!
The Common Vulnerability and Exposures (CVE) database is a dictionary of publicly known 
information security vulnerabilities and exposures. It is maintained by the MITRE 
Corporation and designed to allow vulnerability databases and other capabilities to be linked 
together. A so-called CVE identifier (also called CVE ID, CVE name, or CVE number) is 
assigned to each vulnerability. It represents a unique, common identifier for publicly known 
information security vulnerabilities. The goal of CVE is “to make it easier to share data 
across separate vulnerability capabilities (tools, repositories, and services) with this common 
enumeration” [CVE]. Therefore, CVE does not contain “classical” vulnerability management 
information such as risk, impact, fix information, or technical details. The full CVE database 
is available for download in various formats from the CVE website. 
 
Each CVE identifier includes the following: 
 

• CVE identifier number (i.e. CVE-2011-4275). 
• Brief description of the security vulnerability or exposure. 
• Indication of “entry” or “candidate” status. 
• Any pertinent references (i.e. vulnerability reports and advisories). 

 
Name: CVE-2011-4275 
Description: Multiple cross-site scripting (XSS) vulnerabilities in iTop 
(aka IT Operations Portal) 1.1.181 and 1.2.0-RC-282 allow remote attackers 
to inject arbitrary web script or HTML via (1) a crafted company name, (2) 
a crafted database server name, (3) a crafted CSV file, (4) … 
Status: Candidate 
Phase: Assigned (20111103) 
Reference: BUGTRAQ:20111116 TC-SA-2011-02: Multiple web-vulnerabilities in 
iTop version 1.1.181 
Reference: URL:http://www.securityfocus.com/archive/1/520632 
Reference: 
URL:http://www.securityfocus.com/archive/1/archive/1/520632/100/0/threaded  
Reference: MISC:http://www.tele-consulting.com/advisories/TC-SA-2011-02.txt 
Source Code 4: CVE database entry for CVE-2011-4275. The unique CVE ID makes sharing across 
different vulnerability capabilities easier. Source [CVE] 
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Source Code 4 provides a sample CVE record, CVE-2011-4275, which is in candidate status. 
This means that it is still under consideration for acceptance by the CVE Editorial Board. If 
the candidate is accepted, it is entered into CVE and published via the website. However, 
the assignment of a candidate status is no guarantee that it will become an official CVE 
entry (status “entry”). In general it takes from one day to one month to assign a candidate 
number, and six months to a year for the typical candidate to become an official CVE entry 
[CVE]. CVE does not provide any taxonomy on purpose. Because of this, it can be used as 
a unique reference but not as a classifier for a given vulnerability. 
 

4.2.2 Common!Weakness!Enumeration!(CWE)!
The Common Weakness Enumeration (CWE) system is a community-driven effort to 
produce a standard dictionary and taxonomy of software security weaknesses. At the top 
level, the CWE system contains location, genesis, and time of introduction classifiers. They 
can be used independently, as it is applicable and as knowledge permits [PM07]. In addition 
to that, the CWE project contains the Common Weakness Scoring System (CWSS), a 
mechanism to consistently score weaknesses similar to the CVSS approach defined earlier 
in this document [CWSS]. The current version of CWE is v2.1. By definition [CWE, CWE21], 
the Common Weakness Enumeration system is a formal list of software weakness types 
created to: 
 

• Serve as a common language for describing software security weaknesses in 
architecture, design, or code. 

• Serve as a standard measuring stick for software security tools targeting these 
weaknesses. 

• Provide a common baseline standard for weakness identification, mitigation, and 
prevention efforts.  

 
The CWE list is offered in various formats. All individual CWEs are held within a hierarchical 
structure that allows for multiple levels of abstraction. CWEs located at higher levels, so-
called categories, provide a broad overview of a vulnerability type, whereas the ones at 
deeper levels provide a finer granularity and usually have no children assigned. CWE also 
takes into account existing categorizations such as the SANS Top 20 [ST20] or taxonomies 
such as the seven pernicious kingdoms [GM05] and provides them as dedicated views.  
 

 
Figure 20: CWE-809, the OWASP Top Ten web application security risks 2010. Source [CWE] 
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Figure 20 serves as an example of the different CWE elements. CWE-809 represents the list 
of the OWASP Top Ten web application security risks for 2010 [OT10] shown in a 
hierarchical view (graph). Each of the Top Ten categories from A1 to A10 is defined as a 
CWE category (marked with a “C” in a red box). Categories contain a set of other entries 
that share a common characteristic. The number in brackets at the end, e.g. 810 for the 
OWASP A1 category, stands for the corresponding CWE ID. CWE-287, “Improper 
Authentication”, is marked with a “C” in a green circle and represents a weakness class. It 
contains the most abstract definition of a weakness and is typically independent of any 
specific language or technology. A weakness class is more general than a base weakness. 
CWE-307 is an example of a base weakness. It is marked with a “B” in a blue circle. Its 
description is more specific than a class weakness but still more general than a variant. It 
contains sufficient details to infer specific methods for detection and prevention. A variant 
weakness is marked with a “V” in a purple circle. It describes a weakness at a very low level 
of detail and is typically limited to a specific language or technology. An example of a variant 
weakness is CWE-306 [CWE, CWE21]. 
 
The given structure makes the use of CWE highly flexible: Vendors, software developers, or 
security researchers can apply categories and weakness descriptions as required.  

 
Figure 21: An excerpt of the overall CWE structure. The red boxes have been imported into the National 
Vulnerability Database. Source [NVDB] 

Figure 21 shows an excerpt of the overall CWE structure. It partially shows the contents of 
the development concepts view, which is defined as CWE-699. This view organizes 
weaknesses around concepts that are frequently used or encountered in software 
development [CWE21]. I have added the CWE IDs for further reference. The current version, 
v2.1, does not define the time of introduction as a dedicated CWE ID. It rather serves as a 
descriptive element to when a weakness is most likely introduced in the software lifecycle. 
The red boxes are an example of how the CWE system can be applied. These are the 
CWEs used in the National Vulnerability Database [NVDB]. 
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4.2.3 Common!Attack!Pattern!Enumeration!and!Classification!(CAPEC)!
With a strong relation to CWE, CAPEC is a "publicly available, community-developed list of 
common attack patterns along with a comprehensive schema and classification taxonomy” 
[CAPEC]. Attack patterns are descriptions of common methods for exploiting software 
systems. They derive from the concept of design patterns applied in a destructive rather 
than a constructive context and are generated from in-depth analysis of specific real-world 
exploit examples. The goal of CAPEC is to collect known attack patterns into an integrated 
enumeration system that can be consistently and effectively used by the community [SB07, 
BS07].  
 
The most current version of CAPEC is v1.6 [CAPEC, SB10, RM11a]. Like the Common 
Weakness Enumeration system it is organized in a hierarchical tree structure. CAPEC is 
driven as well by the MITRE Corporation’s “Making Security Measurable” initiative [MSM].  
 

 
Figure 22: CAPEC-1000, mechanisms of attack. Known attack patterns have been categorized and are 
listed in a hierarchical tree structure. Source [CAPEC] 

Figure 22 shows CAPEC-1000, a hierarchical view (graph) providing a list of known attack 
patterns. The number in brackets at the end, e.g. 118 for data leakage attacks, stands for 
the corresponding CAPEC ID. Similar to the CWE nomenclature (refer to chapter 4.2.3), 
views are denoted with a “V”. Attack categories are tagged with a “C” in a green circle, 
whereas attack patterns are marked with an “A” in a red box. Each attack pattern contains a 
detailed description on how an attack is executed, including attack prerequisites and 
required resources. The related weaknesses in the CWE system are linked as well. The 
combination of CWE and CAPEC provides a comprehensive classification system of known 
vulnerabilities and attacks. It seems that the industry is adapting slowly [RM11a]. In regard 
to this thesis, however, I see their use in providing high-level classifications only. With 
currently about 900 weaknesses and roughly 400 known attack patterns the granularity of 
this classification scheme is too high. 
 

4.2.4 Open!Source!Vulnerability!Database!(OSVDB)!
The Open Source Vulnerability Database (OSVDB) is an independent, open-source 
vulnerability database. Its goal is to provide “accurate, detailed, current, and unbiased 
technical information about all types of vulnerabilities” [OSVDB]. It was founded in August 
2002 during the BlackHat and DefCon conferences [BlackHat, DefCon]. OSVDB supports 
the use of CVSSv2 metrics since 2009. The entire database is available for download in 
various formats at the OSVDB website (the user is required to create a free account and 
needs to agree to the terms of license).  
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Figure 23: Vulnerability classification by OSVDB. Of special interest in this context is the attack type. 
Source [OSVDB] 

Figure 23 shows vulnerability classifiers that are used in addition to the CVSS metrics. Given 
the CVSS score, the categories for location, impact, solution, exploit, and disclosure are 
already covered in the base and temporal scores. The attack type category is of special 
interest in relation to this work. Classifying vulnerabilities and looking at them over time may 
reveal trends and areas where preventive measures can be applied. In this case, the attack 
types are of technical nature. This is in contrast to Figure 8 on page 24 where I have 
categorized the DeepSight vulnerabilities of the previous month by vendors and technology, 
respectively.  
!

4.3 Vulnerability!scoring!and!classification!system!used!in!this!work!!
Based on the experience gained by looking at the different scoring and classification 
systems presented in this chapter, I think that their external focus is a major shortcoming in 
the overall practical application. I therefore propose a vulnerability scoring and classification 
system for the use in the context of this project. Following the often-cited “KISS principle” 
[KISS], the complexity of this system should be as low as possible but nevertheless allow 
the consideration of asset value and internal evaluation. Good examples are the Microsoft 
Severity Rating System introduced in chapter 4.1.1 or the vulnerability characterization 
system proposed in [LI05a] (refer to chapter 3.3.3).  
 
Given the wide acceptance of the Common Vulnerability Scoring System in the industry, the 
vulnerabilities are first evaluated against the CVSS base score. This results in a score 
between 0 and 10 and evaluates the access vector (location), complexity, authentication 
requirements, and the potential impact in confidentiality, integrity, and availability (refer to 
chapter 4.1.3 for details). 
 
In addition to that, an asset value is assigned to each system. The asset value serves as a 
multiplier to the CVSS base score. Possible numbers are: 1, for standard systems (i.e. 
workstations or test and development servers), 2, for key systems providing infrastructure or 
business-supporting services (e.g. a company’s web server or email infrastructure), or 3 for 
business-critical systems such as e-commerce, billing, or CRM servers. 1 is the default.  
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To account for the internal severity rating of a given vulnerability, a third score needs to be 
added to the equation. Derived from the MSRS levels, this so-called internal score is based 
on four ratings: “critical”, “important”, “moderate”, and “low”. It serves as an additional 
multiplier to the overall severity score. Possible values are 1, for low-impact and moderate 
vulnerabilities, 2, for important ones, and 3, for vulnerabilities rated as critical. By assigning 
the same prioritization factor to “low” and “moderate”, I would like to emphasize the more 
critical ones. The default value is 1. 
 

 score possible value type 
 CVSS base score 0 to 10 mandatory, external rating 
x asset value 1 to 3 (default is 1) optional, multiplier 
x internal score 1 to 3 (default is 1) optional, multiplier 
= Overall Severity Score 0 to 90  

Table 10: The initial severity scoring system proposed for this work. 

Table 10 describes the equation for the calculation of the overall severity score. This severity 
scoring system allows us to start with the CVSS base score only. As the defaults for asset 
value and internal score are set to 1, these values can be left aside if they are not available. 
However, the system is not satisfactory because the asset value and the internal score take 
too much weight in the overall calculation. I rather consider the CVSS base score as the 
main contributing factor to the overall severity score. 
 
Therefore, I propose an improved rating system as follows: First, the CVSS base score is 
multiplied by ten, which leads to a value between 0 and 100. Based on the internal 
evaluation, this value can be rated down according to the five severity levels of the internal 
score. They are defined as “critical” (5), “important” (4), “moderate” (3), “low” (2), and “info” 
(1). The intermediate score above (CVSS times ten) is multiplied by the internal rating times 
twenty percent (internal score x 0.2). The possible multipliers for the internal score are 
assigned in brackets. They are in the range from 5 to 1. The default value is 5, or “critical”. 
 
The asset value serves as an offset to the overall score and therefore works in the opposite 
direction of the internal score. The idea is to shift vulnerabilities with a relatively low score up 
the scale so that they become more important. For example, a known vulnerability on a 
highly critical asset should be raised one level (by twenty points) from important to critical. 
The vulnerability score on a key system with an asset value of 2 should be raised by ten 
points, or half a level. This is achieved by multiplying the current score by the asset value 
minus one, times ten percent, plus one (1 + (asset value – 1) x 0.1). The default value is 1.  
 

 

Figure 24: The improved vulnerability scoring system proposed for this work. 
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Figure 24 shows the model of the improved vulnerability scoring system used for this work. 
Note that for highly critical issues with a CVSS score greater than 8, an internal evaluation of 
“critical” (5), and an asset value of 3, the overall vulnerability score now lies within the range 
of 100 to 120.  
 

 score possible values type 
 CVSS base score x 10 0 to 100 mandatory, external rating 
x internal score x 0.2 0.2 to 1 (default is 1) Optional. Prioritization values 

are 5 (critical), 4 (important), 3 
(moderate), 2 (low), and 1 (info). 

x 1 + (asset value -1) x 0.1 1 to 1.2 (default is 1)  Optional. Offset according to 
asset value. For critical assets 
the prioritization can be raised 
by one level. 

= Overall Severity Score 0 to 120  
Table 11: The improved severity scoring system used for this work. 

Table 11 describes the calculation of the overall severity score for the improved vulnerability 
scoring system shown in Figure 24. This new system was designed so that the CVSS base 
score weights the most. Internal score and asset value reflect the environment-specific 
variables and take existing countermeasures into account. This is similar to what is provided 
by the CVSS environmental score but simpler. Instead of performing a calculation of the 
aggregated values for collateral damage potential, target distribution, and security 
requirements (refer to Table 9 on page 42), the security analyst in charge is left with the task 
of assigning an appropriate level for the internal score. The asset value is normally defined 
at system or application setup and does rarely change over time.  
 
In addition to the vulnerability scoring system presented above, I propose the following 
scheme for vulnerability classification and categorization: 
 
classification name description 
vulnerability 
type/class 

denial-of-service (DoS) If exploited, this type of vulnerability 
disables or prevents legitimate users 
access to a service. 

misconfiguration The vulnerability results from a 
configuration error. For example, 
security recommendations have not 
been applied.  

software error A security-related error in the software. 
This could be an error by design or a 
flaw in the code. Normally the vendor 
will release a patch to fix it. 

vulnerability 
category 

operating system The issue was found in the operating 
environment, for example in the 
Windows or Unix operating system. 

application The weakness was found in a fat-client 
application or executable that has been 
installed on top of the OS, e.g. a word-
processor or the Adobe Acrobat 
Reader. 

web application Weaknesses in web applications are on 
the rise. The OWASP Top Ten [OTT] 
could be used to describe the issue in 
more detail. 
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classification name description 
web server These issues are not located in the web 

application itself but in the underlying 
web server. Examples are Apache, 
Tomcat, WebSphere, or ISS. 

database This category is for database-related 
findings. Examples are Oracle, mysql, 
or MSSQL. 

security devices These issues result from a weakness in 
the configuration of a security device 
such as an open firewall ruleset. 

network devices This category is used for vulnerabilities 
related to network devices such as 
router/switches but also DHCP and 
DNS-services. 

email This is meant for vulnerabilities in email 
servers. 

Table 12: The vulnerability types and categories used in the context of this work. 

Table 12 describes the vulnerability classification and categorization system that is used in 
the context of this project. By applying the types and categories presented here, it is 
possible to identify trends over time. For example, the existing security guidelines would 
need to be revised if a majority of issues were always found as the consequence of 
configuration errors. The same is true for the different categories. Compensating 
countermeasures should be considered if many of these vulnerabilities are related to the 
same category. 
!

4.4 Conclusion!
This chapter provides a selection of commonly used vulnerability rating and classification 
systems. Some of them are rather simple, i.e. the Microsoft Severity Rating System, 
whereas others provide a much greater level of granularity, for example the combination of 
CWE and CAPEC. With the exception of the Common Vulnerabilities and Exposures (CVE) 
database, these systems (and the combination of them, respectively) have in common that 
they generate some severity rating value. Each vendor has its own way to evaluate the 
importance of a given vulnerability. Therefore, standardization efforts such as CVE, CVSS, 
or MITRE’s “Making Security Measurable” initiative [MSM] are very beneficial to the security 
analyst who has to decide on how to put an adequate prioritization to mitigation. 
 
Another interesting approach is provided in [MB10]. Meheran Bozorgi et al. propose a new 
method on vulnerability classification that focuses mainly on exploitability. They argue that 
the existing scoring systems measure different things and weigh them in different ways. 
Therefore, the severity could be misleading. In their view, the issue of exploitation is more 
precise because a vulnerability is either exploited or not. By using vector machines they 
make predictions on this exploitability. The security analyst will be presented with a list of 
vulnerabilities that are very likely to be exploited. This is similar to TVA’s risk calculations 
proposed in [SN10]. 
 
Regardless of the methodology used, the results of a vulnerability rating and classification 
system can be used to add context to a visualization as shown in chapter 3.3. These metrics 
can be applied as a risk indicator for prioritization, as a classifier in reporting and in trend 
analysis, or as a tool for benchmarking security, for example. I use a small selection of them 
in chapter 5 to bring the results of a vulnerability scan into the right context. 
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I have further defined a vulnerability scoring system that allows the re-evaluation of a given 
vulnerability based on an environment-specific rating scheme. To take a system’s asset 
classification and the result of the internal evaluation into account, the overall severity score 
is calculated by multiplying the CVSS base score by asset value and internal score. In 
addition to that, vulnerabilities are classified into three types and eight categories. This 
system is easy to apply and still works if asset value or internal score are not available. 
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5 Information!visualization!in!action!(from!Nessus!file!to!graph)!
Bear in mind that all visualizations share a common “DNA” – a set of mappings between 
data properties and visual attributes such as position, size, shape, and color – and that 
customized species of visualization might always be constructed by varying these encodings. 
– Jeffrey Heer et al. [JH10] 
 
Information visualization refers to visual representations of data. In this chapter, the 
concepts described earlier in this document will be applied by generating a visual 
representation of the findings of a vulnerability scan so that it reflects the underlying network 
infrastructure and supports the quick identification of critical issues. This chapter’s structure 
follows the information visualization process defined in chapter 3.1. 
 

5.1 Problem!definition!and!message!
The problem or objective must be clear to start with. As suggested by Noah Illinsky in [JS10], 
I start with a goal statement as follows: 
 
My goal is to generate a visualization that shows the results from a Nessus vulnerability 
scan not in the form of the usual list/table of weaknesses but as a visual representation. This 
graph should reflect the underlying network infrastructure and allow the quick identification of 
critical issues. It should support the reader in the (risk-based) prioritization of remediation 
efforts. 
 
The required data needs to be extracted from a Nessus output file (*.NBE, refer to chapter 
5.2 for a detailed description). In a first step, the base score of the Common Vulnerability 
Scoring System (described in chapter 4.1.3) is used to evaluate the impact of a given 
vulnerability. Depending on the outcome, this rating system will be extended to support a 
company’s internal perspective and its security policy. As outlined in chapter 4.3, the CVSS 
score could be multiplied by some asset value or by the result of an internal severity rating 
system, or both. 
 
My idea is to generate some kind of attack tree (a node-link graph) on the scanned topology. 
Examples of attack trees are presented in chapter 3.3.3. I will not, however, take network 
device and firewall configurations into account, but focus on the information that is provided 
in the Nessus data file.  
 
Regarding the type of visual, my intention is to reveal data that I, the designer, already know 
(by looking at the Nessus output). The purpose of the visual representation is to 
communicate knowledge that is already evident in the underlying data and to put it into the 
right context. Nevertheless, the reader may still be able to identify trends or relationships 
among certain vulnerabilities. 
 

5.2 Data!analysis!
Reports from the Nessus vulnerability scanner can be saved in various formats [NUG11]. 
Since version 4.2, the default format is “.nessus”, which is based on the XML standard. The 
file format structure is explained in [NFF11]. In addition to that, a pipe-delimited text format 
(.NBE) is available for easy import into external programs. Both of these report files are self-
sufficient and contain all information about the scan. In the context of this work, I use the 
NBE format because this makes parsing a little easier. Refer to the Nessus user guide on 
how to perform a conversion between the different formats (the command in general is: 
nessus --dot-nessus report_v1.nessus  -i "name_of_report" -o converted_report.nbe). 
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 1: timestamps|||scan_start|Mon Dec 11 19:57:32 2006| 
 2: timestamps||192.168.1.101|host_start|Mon Dec 11 19:33:27 2006| 
 3: timestamps||192.168.1.101|host_end|Mon Dec 11 19:47:04 2006| 
 4: results|192.168.1|192.168.1.101|domain (53/tcp) 
 5: … <list of additional open ports, cut for brevity> 
 6: results|192.168.1|192.168.1.101|bpjava-msvc  
 
 7: results|192.168.1|192.168.1.101|domain (53/udp)|12217|Security 
Note|\nSynopsis :\n\nRemote DNS server is vulnerable to Cache Snooping 
attacks.\n\nDescription :\n\nThe remote DNS server answers to queries for 
third party domains which do not have the recursion bit set. <cut for 
brevity> \n\nRisk factor :\n\nLow / CVSS Base Score : 2 
\n(AV:R/AC:L/Au:NR/C:P/A:N/I:N/B:N)\n 
 8: results|192.168.1|192.168.1.101|ldaps (636/tcp)|10330|Security Note|A 
SSLv2 server answered on this port\n\n 
 
 9: results|192.168.1|192.168.1.101|general/icmp|12264|Security Note|Here 
is the route recorded between 192.168.1.102 and 
192.168.1.101 :\n192.168.1.102.\n192.168.1.101.\n\n 
10: results|192.168.1|192.168.1.101|general/udp|10287|Security 
Note|Synopsis :\n\nIt was possible to obtain traceroute 
information.\n\nDescription :\n\nMakes a traceroute to the remote 
host.\n\nSolution :\n\nn/a\n\nRisk factor :\n\nNone\n\nPlugin output :\nFor 
your information, here is the traceroute from 192.168.1.102 to 
192.168.1.102 : \n192.168.1.101\n192.168.1.101\n\n\n 
 
11: results|192.168.1|192.168.1.101|general/tcp|19506|Security 
Note|Information about this scan : \n\nNessus version : 3.0.4\nPlugin feed 
version : 200612061215\nType of plugin feed : Registered (7 days 
delay)\nScanner IP : 192.168.1.102\nPort scanner(s) : nessus_tcp_scanner 
\nPort range : 1-15000,16547,17488,18770-18775,20187,22347,22466-
24768,23333,23952,23953,24398,28532,31000,31443,32243,32760-
32800,33174,38292,40000,41378,41380,47138,49000-49005,50000-
50020,50200,50300,53045,57974,60348\nThorough tests : no\nExperimental 
tests : no\nParanoia level : 0\nReport Verbosity : 1\nSafe checks : no\nMax 
hosts : 6\nMax checks : 10\nScan Start Date : 2006/12/11 19:33\n Scan 
duration : 813 sec\n\n 
12: timestamps|||scan_end|Mon Dec 11 20:43:35 2006| 
Source Code 5: Example of a Nessus NBE file. It contains a list of open ports, vulnerabilities, traceroute 
records, and information about the scan itself. 

Source Code 5 shows an excerpt of a Nessus NBE file. It was cut for brevity and contains 
the following information: 
 
Line 1 reveals the start time for the whole scan. The end time is shown in line 12. 
Lines 2 and 3 hold start and end time for a specific host, 192.168.1.101 in this case.  
Lines 4 to 6 show a list of open ports with network, host IP, port name, and number. 
Lines 7 and 8 reflect findings from the vulnerability scan. The description can be very 
detailed and normally contains a risk indicator such as the CVSS base score. The latter note 
takes more of an informational character but represents a finding, too. These so-called 
“ReportItem” elements may change over time as more information is added to the Nessus 
plugins [NFF11]. 
Lines 9 and 10 contain traceroute information. Note that the lines are different because they 
are produced by different plugins. In line 9, the traceroute information was collected using 
ICMP, whereas in line 10, the route was evaluated using the UDP protocol. The information 
obtained via UDP seems to be more reliable. When building a node-link graph, I will extract 
the network topology from here, if possible. 
Line 11 contains general information about the scan that was performed on host 
192.168.1.101. This is of use when having to perform the same scan again.  
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As shown above, the data source is a plaintext file. The pipe-character (|) is used as a field 
separator. Each of the ‘\n‘ characters causes a line break when these results are viewed in 
the Nessus GUI or echoed to the console. In stage three of the information visualization 
process (chapter 5.3), these lines need to be parsed accordingly to extract the necessary 
information.  
 

5.3 Process!information!
The data provided in the Nessus NBE file needs to be pre-processed (parsed) into some 
logical structures that are understood by our visualization tool of choice. As seen from the 
example, the important lines in this context start with a “results” keyword (also refer to 
Source Code 1 on page 27).  
 
First of all, the visualization tool needs to be selected in order to know what kind of input is 
expected. A comprehensive list of visualization tools can be found in [RM08, chapter nine]. 
Other applications and practical examples are presented in [MC08, MC09]. Given the 
experience made with node-link graphs in chapter 3.3, I propose the GraphViz tool [GVIZ] as 
my tool of choice. GraphViz is an open-source graph visualization software suite that is 
available for free on many operating system platforms. It is strongly recommended for 
creating link graphs in [RM08], too. The graph properties are defined in DOT language 
[DOT] as shown in Source Code 2 on page 29. When the necessary output is defined, the 
input file is ready to be processed by a parser. A good example of such a parser is 
AfterGlow, developed by Raffael Marty [AG11]. AfterGlow is a collection of Perl scripts 
written to facilitate the process of generating link graphs. The input is provided as a CSV file 
and then processed into a DOT file that is understood by GraphViz tool. 
 
Because the pipe-separated NBE file is similar to a comma-separated file structure, writing a 
parser that generates a CSV file that can be fed into AfterGlow should be straightforward. 
AfterGlow reads each line of the CSV input file and assigns the values to the corresponding 
data structures in DOT format.  
 
1: while (($lineCount < $skipLines + $maxLines) and $line = <STDIN>) { 
    … 
2: # Split the input into source, event and target. 
    $csvline->parse($line); 
    @fields = $csvline->fields(); 
 
3:  if ($twonodes) { 
        $source = $fields[0]; 
        $target = $fields[1]; 
        $meta1 = $fields[2]; 
        $meta2 = $fields[3]; 
        print STDERR "====> Processing: $source -> $target\n" if $verbose; 
    } 
    else { 
        $source = $fields[0]; 
        $event = $fields[1]; 
        $target = $fields[2]; 
        $meta1 = $fields[3]; 
        $meta2 = $fields[4]; 
        print STDERR "====> Processing: $source -> $event -> $target\n" if 
$verbose; 
    }; 
Source Code 6: An excerpt of the AfterGlow.pl main routine written in Perl. Source [AG11] 
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Source Code 6 shows an excerpt of the AfterGlow.pl main routine. Because the “twonodes” 
variable in line 3 defaults to zero, the comma-separated values from each line in the input 
file are normally assigned to variables such as source, event, target, metadata1, and 
metadata2 (in this order). Events are useful for firewall log analysis, for example, where a 
connection is either allowed or denied. As there are no events in traceroute output, I use 
AfterGlow’s “twonodes” option (-t) so that the expected input CSV file structure resolves to 
source, target, metadata1, and metadata2. These variables are transformed into DOT 
language according to the AfterGlow property file. 
 
Starting with the traceroute records from the NBE file, this information needs to be converted 
into CSV format first. 
 
1. search for the line that contains traceroute records 
2. extract the first two records and write them to a separate line 
3. if there are more records available (more hops), write the second and 
the third item to a separate line 
4. continue writing the (n)th and (n+1)th element to a separate line until 
there are no further records left to build a tuple 
Source Code 7: Instructions in pseudocode for extracting traceroute records from a NBE file and put 
them into a CSV format. 

Source Code 7 describes in pseudocode the instructions required to extract the traceroute 
records from a NBE file. If there is more than one hop between source and destination, each 
record needs to be separated into source and destination and put into a new line. By 
comparing various Nessus scan results, I found out that traceroute results obtained via UDP 
seem to be more reliable. Reasons for that can be that ICMP echo-requests are often 
blocked at the network perimeter and that not every device answers to ICMP messages.  
 
 1: while ($line = <STDIN>) { 
 2:    chomp ($line); 
 3:    if ($line =~ /^results.*here is the traceroute/) { 
 4:      $line =~ s/^.*\s:\s\\n//;  
 5:      $line =~ s/\\n\\n.*$/\\n/;  
 6:      @traceroute = split (/\\n/, $line);  
 7:      for ($i=0;$i<@traceroute-1;$i++){ 
 8:         print "$traceroute[$i],$traceroute[$i+1],m1,m2\n"; 
 9:      } # for 
10:    } # if traceroute_udp 
11: } # while 
Source Code 8: Main routine of my NBE parser written in Perl. Traceroute information is extracted from 
the NBE file and output in CSV format. 

Source Code 8 shows the main routine of my nbe-traceroute.pl parser (the full source code 
is provided in Appendix B). One of the powers of the Perl language is its regular expression 
handling. Refer to [PERL, RS08] for further information. 
 
Lines 1 and 11 define a WHILE loop that reads line by line from standard input. The NBE file 
needs to be fed to the parser via the command line. 
Line 2 removes special (non-printable) characters. 
Line 3 uses a regular expression to search for lines that begin with the keyword “results” and 
contain the “here is the traceroute” string that characterizes a traceroute entry.  
Lines 4 and 5 do some cleanup so that unnecessary text is removed. For example, the text 
from the beginning to the IP addresses representing each hop can be deleted. Or, obsolete 
characters at the end can be removed, too (line 5). 
Line 6 separates the IP addresses into single array values. The ‘\n‘ character is used as a 
field separator (refer to Source Code 5, line ten). 
Lines 7 to 9 are used to loop through the array of hops and print a tuple of two IP addresses 
on a line-by-line basis. The third and fourth parameters are placeholders for later use. 
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The output of the parser is then fed into AfterGlow using the default property file that is 
provided (sample.properties). The first attempt looks promising: 
 

 
Figure 25: First network graph generated from a Nessus NBE file using my NBE parser and AfterGlow. 
Traceroute information is extracted and translated into the DOT language. 

Figure 25 shows the graph generated by loading the DOT file into GraphViz. The 
hierarchical structure of the nodes is based on the traceroute information available in the 
Nessus file. IP address 10.15.1.102 represents the scan host (source IP). All targets can be 
reached through the node with the IP address 10.18.16.3. The picture is a snapshot and 
does not show the 30 unique hosts contained in the NBE file. The question of how to 
arrange/aggregate these nodes so that the graph is still readable may become an issue. 
Another challenge will be to use the AfterGlow property file to highlight attributes similar to 
Figure 12 (the node-link graph example on page 29, which has different colors and 
properties assigned to each node). This will be done in the next phase of the information 
visualization process (chapter 5.4). Furthermore, the parser needs to be extended to include 
vulnerability information and put it into the metadata placeholders. 
 
 1: digraph structs { 
 2: graph [label="AfterGlow 1.6.2", fontsize=8] 
 3: node [shape=ellipse, style=filled, penwidth=0, fontsize=10, width=0.2, 
height=0.2, fontcolor=black ]; 
 4: edge [len=3]; 
 5: "10.15.1.102" [fillcolor=antiquewhite, label="10.15.1.102"] 
 6: "10.18.16.3" [fillcolor=antiquewhite, label="10.18.16.3"] 
 7: "10.18.11.83""10.18.11.83" [fillcolor=antiquewhite, 
label="10.18.11.83"] 
 8: "10.18.11.55""10.18.11.55" [fillcolor=antiquewhite, 
label="10.18.11.55"] 
 9:   … (output cut for brevity) 
10: "10.18.16.3" -> "10.18.11.107"; 
11: "10.18.16.3" -> "10.18.11.66"; 
12: "10.18.16.3" -> "10.18.11.111"; 
13: } 
Source Code 9: DOT file used for Figure 25. It was created from the Nessus scan results (NBE file) using 
my NBE parser and AfterGlow. 

Source Code 9 displays the DOT file created for Figure 25. Lines 1 to 4 are general graph 
definitions. Lines 5 to eight define each node with name, color, and label. Lines 10 to 12 
represent the edges, the connections between the nodes. The missing entries on line 9 have 
been cut for brevity. 
 
 !
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5.4 Visual!transformation!
As indicated earlier in this document, stage four of the information visualization process is 
about mapping the information to graphical elements and assigning visual properties. 
Because of AfterGlow not being written for this exact purpose, I decided to improve my NBE 
parser so that it writes a DOT file on its own. This way, I am able to better control the output 
and apply the scoring system proposed without the need to modify the original AfterGlow 
code. 
 
In a first step, a color-coding scheme is applied to each node so that it is shown in the color 
of its most severe vulnerability. If the severity level of a vulnerability is derived in a one-to-
one relationship from the CVSS base score, values between 8 and 10 would be rated as 
“critical”, 6 to 8 as “important”, 4 to 6 as “moderate”, and 2 to 4 as “low”. Scores between 0 
and 2 are considered as informational (“info”). The implementation of my own vulnerability 
scoring system proposed in Figure 24 will be applied in the next phase of the project. My 
focus in on the proof-of-concept implementation first. 

 
Figure 26: Network graph created using my improved NBE parser. A color scheme is applied so that the 
nodes are colorized according to the most severe vulnerability found. 

Figure 26 is a snapshot of the graph created with my improved NBE parser (nbe-parser.pl). 
The color-scheme applied is as follows: red (“critical”), orange (“important”), yellow 
(“moderate”), light blue (“low”), and grey (“info”). It reflects the colors used in the scoring 
system proposed for this work (Figure 24). The two most critical nodes, 10.18.11.53 and 
10.18.11.59, stand out (“pop out”) immediately. These are the ones to look at first.  
 
 1: my %riskScale = ( 
    'critical' => 8 , 
    'important' => 6 , 
    'moderate' => 4 , 
    'low' => 2 ,  
    'info' => 0 ); 
 2: if ($line =~ /CVSS Base Score/) { 
 3: … 
 4: $lineData =~ s/^.*CVSS Base Score : (\d{1,2}).*$/$1/; 
 5: if ($lineData >= $riskScale{"critical"}) { 
 6:   $nodeList{$nodeIP}->{'vulnCount'}->{'critical'}++; 
 7:   $nodeList{$nodeIP}->{'nodeAttr'}->{'fillcolor'} =   
                                           $riskColor{'critical'};  
 8: }  
 9: elsif ($lineData >= $riskScale{"important"}) { 
10:   $nodeList{$nodeIP}->{'vulnCount'}->{'important'}++; 
11:   if ($nodeList{$nodeIP}->{'vulnCount'}->{'critical'} == 0) { 
12:   $nodeList{$nodeIP}->{'nodeAttr'}->{'fillcolor'} =  
                                          $riskColor{'important'}; 
13:   }  
14: } 
15: elsif ($lineData >= $riskScale{"moderate"} ) { 
16: …  
Source Code 10: The parser section that is responsible for applying the risk color scheme.  
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Source Code 10 shows the implementation of the risk color scheme as implemented in my 
NBE parser. Although the code is written in Perl, I think it is fairly readable. Refer to 
Appendix B for the full source code listing. 
 
Line 1 defines the risk scale in form of an associative array (also called a hash). Unlike in an 
array, the index values of a hash are not small non-negative integers, but arbitrary values 
instead [PERL, RS08]. This structure holds the range of risk levels as defined in Figure 24 
on page 49. In this example, however, the scale is derived in a one-to-one relationship from 
the CVSS base score for simplicity. 
Lines 2 to 4 hold regular expressions to extract the CVSS base score. 
Lines 5 and 6: In line 5, the score is compared to the risk scale and mapped to the 
corresponding category (from “critical” to “info”). In line 6, the vulnerability counter for the 
severity level “critical” is incremented. All nodes are kept in a multidimensional hash 
structure ($nodeList) that uses the node’s IP address as the index value. This hash contains 
additional hash structures to hold the vulnerability counters per severity level ($vulnCount) 
and the node attributes in DOT language ($nodeAttr).  
Line 7: Because “critical” is the highest severity level, the fill color of that node is set to the 
corresponding color. 
Lines 9 to 12: If the score does not match the “critical” level, it is compared against the 
“important” range. In this case, the node color is only set if there are no critical issues 
assigned to this node so far, which means that the counter for critical vulnerabilities issues is 
still zero.  
Line 15: This procedure continues until the CVSS score has been compared to the whole 
scale. As before, the node color is only set if there are no more critical issues assigned to 
this node (all previous vulnerability counters are still zero). 
 
This color scheme, however, does not say anything about the total number of vulnerabilities 
found per host. It only indicates the level of the most severe issue that has been assigned to 
it. Maybe, node 10.18.11.53 contains more critical issues than node 10.18.11.59. Therefore, 
the second goal is to map the node size to the number of vulnerabilities per node. The 
bigger a node, the more issues were reported on that host. Remember, both size and color 
are pre-attentively processed by the human visual system and therefore support the quick 
differentiation of criticality per system (refer to chapter 2.2). This variation in size is shown in 
Figure 27: 
 

 
Figure 27: Variation of the network graph presented in Figure 26. A node’s size is affected by the number 
of vulnerabilities assigned to it.  

Figure 27 indicates that the node 10.18.11.53 indeed contains more vulnerabilities than 
node 10.18.11.59. The shape of the nodes has been changed because I realized that 
making a distinction between rectangles of different sizes is easier than doing the same with 
elliptical nodes (refer to Appendix A for the previous version). It can also be seen that the IP 
on the left, 10.18.11.110, has the highest number of issues. Given this information, this node 
should be prioritized.  
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When a node has a small number but “critical” vulnerabilities, these should be addressed 
before the node with a bigger number of less critical issues. To me, criticality (color) goes 
first because it is also driven by the asset value. The total number of issues found on a host 
(represented by its size) is meant for further prioritization. Therefore, I have included the 
actual vulnerability counters in Figure 28. If the visual differentiation fails, the reader could 
still decide by the numbers.  
 

5.5 View!transformation!
The fifth stage includes the generation of the graphical representation and is often an 
iterative process by itself. It is about the question of design. How is the graphical 
representation supposed to look like? By considering the information seeking mantra again, 
it all starts with providing an overview first before going into detail. This is achieved by only 
providing the IP address, the number of vulnerabilities in text form, and the color-coding 
scheme for each node.  
 

 
Figure 28: The information seeking mantra proclaims providing an overview first before going into detail. 
This graph identifies each host and the number of vulnerabilities assigned to it. 

Figure 28 was created using the GraphViz “dot” layout. The DOT file was modified to add 
another network hierarchy. The numbers in brackets represent the number of vulnerabilities 
found per severity level (ordered by “critical”, “important”, “moderate”, “low”, and “info”). The 
number of nodes has been decreased for better readability. The network hierarchy can be 
easily followed. The “subgraph” option allows to further highlight the nodes of a subnet. I 
think that this view is a good start to look at the scan results (overview first). From here, 
given an interactive tool [RM09], the user would now pursue to view a dedicated network or 
a selection of nodes (zoom and filter), and then click on a node to view the detailed list of 
vulnerabilities (details on demand).  
 
What is not satisfying yet is the presentation of the results. For a small number of nodes, this 
layout works very well. However, a real-world scan often includes tens (or hundreds) of 
systems. Figure 25 (the network graph I started with on page 57), for example, contains 30 
nodes. Using the “dot” layout makes the graph hard to read in a non-interactive tool. 
Therefore, the scan results need to be aggregated or arranged in a different way. The 
GraphViz tool supports various graph layouts [GVIZ, GN09]: 
 

• dot. Used for directed and hierarchical graphs. Subgraphs are supported but without 
connections to them. This layout is recommended if edges have directionality. 

• neato. Meant for unidirected graphs using so-called “spring” models. Supports 
subgraphs but no subgraph-connections. Its use is recommended if the graph is not 
too large (about 100 nodes). 
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• twopi. Draws graphs using a radial layout. Does not support subgraphs. Nodes are 
placed on concentric circles depending on their distance from a given root node. This 
reminds me of the RadialNet/ZenMap network topology view presented in Figure 17 
on page 35. 

• circo. Creates graphs using a circular layout. Subgraphs are not supported. This is 
suitable for certain diagrams of multiple cyclic structures such as telecommunications 
networks. 

• fdp. Is for unidirected graphs using a “spring” model. Subgraphs and corresponding 
connections are supported. Fdp is similar to neato but uses different scaling 
algorithms. 

• osage. Has been designed to draw clustered graphs. Does support subgraphs but 
no connections to them. Nodes and cluster subgraphs are viewed as rectangles to 
be packed together.  

 
The three layouts that appear most suitable for this work are “neato”, “fdp” and “osage”. 
These layouts are presented below. Samples of the other layouts are provided in Appendix 
A for further reference.  
 

 
Figure 29: Scan results for thirty-three systems presented in the GraphViz neato layout.  

Figure 29 represents the scan results for 33 systems in the GraphViz “neato” layout. The 
nodes are arranged in a circular way, which saves space. Compared to Figure 28, this graph 
lacks the clear visibility of the network hierarchy. The comparison of the number of 
vulnerabilities per node (represented by its size) is more difficult because the eye is 
constantly moving around the graph. In addition to that, some node information is covered 
by the edges. And last, but not least, the “neato” layout does not support connections to the 
subgraph itself (the blue rectangles around each subnet). This connection is shown to a new 
node called “clusterB” instead, which is the internal reference for the 10.18.12 network. 
Aggregation by leaving the edges away will break the graph.  
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Figure 30: The same scan results presented in the GraphViz osage layout.  

Figure 30 shows the scan results for the same 33 systems in the GraphViz “osage” layout. 
The nodes are arranged using a minimum amount of space. Compared to Figure 28, this 
graph lacks the clear visibility of the network hierarchy. The high number of edges makes 
the node information hard to read. Connections to the subgraph itself (the blue rectangles 
around each network) are not supported. Therefore, a connection to a new node called 
“clusterB” was created instead. The name “clusterB” is the internal reference for the 
10.18.12 network. Aggregation by leaving all edges away is not an option because the 
network hierarchy will not be visible anymore.  
 

 
Figure 31: Third view of the same results, this time presented in the GraphViz fdp layout.  

Figure 31 represents the third view of the same scan results. This time, I was using the 
GraphViz “fdp” layout. The nodes per subnet are arranged in a condensed way. Although 
the presentation of the network hierarchy is different to Figure 28, it is still readable. The 
high number of edges obscuring the node information is disturbing. This can be improved by 
aggregating the edges of all the hosts in the same subnet into one. It is possible to attach 
connections to the subnet cluster itself. Therefore, I consider the “fdp” layout as the most 
suitable one for this work.  
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Figure 32: Visualization of the scan results for three networks using the GraphViz fdp layout with 
aggregation.  

Figure 32 shows the scan results for three networks using the GraphViz “fdp” layout with 
aggregation. Superfluous edges have been removed (compare to Figure 31). Connections 
are now aggregated at the network level if possible. The graph and the network hierarchy 
are well readable. Thanks to the vulnerability scoring system applied, nodes 10.10.1.243 
and 10.18.1.110 are marked as critical (shown in red). By looking at a node’s size, the IP 
addresses 10.10.1.243, 10.18.1.100, and 10.18.1.101 contain the highest number of issues 
per host. This can be verified by looking at the numbers in brackets. They represent the 
numbers of issues ordered by severity level. 
 
 1: digraph structs { 
 2: layout=fdp; // overlap=false; 
 3: … 
 4: digraph subgraph cluster10_10_1 { 
 5: color=blue;  
 6: labelloc=b; 
 7: label="10.10.1 network"; 
 8: "10.10.1.200" [ fillcolor=orange, height=0.2, label="10.10.1.200\n 
(0/1/0/0/0)", width=0.2 ] 
 9: "10.10.1.243" [ fillcolor=red, height=2.2, label="10.10.1.243\n 
(9/1/1/2/0)", width=2.2 ] 
10: "10.10.1.254" [ fillcolor=lightblue, height=0, label="10.10.1.254\n 
(0/0/0/2/0)", width=0 ] 
11: } 
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12: … 
13: "10.15.1.102" -> "10.18.16.3";  
14: "10.18.16.3" -> "10.18.12.1"; 
15: "10.18.16.3" -> "cluster10_18_11";  
16: "10.18.16.3" -> "cluster10_10_1"; 
17: "10.18.12.1" -> "cluster10_18_12"; 
18: } 
Source Code 11: Relevant sections of the DOT-file used for Figure 32.  

Source Code 11 is an excerpt of the relevant sections of the DOT file used for Figure 32. 
The parser was modified once more to support aggregation. Lines 1 to 3 contain general 
graph definitions. The graph layout is “fdp” as set in line 2. Lines 4 to 7 contain definitions 
that are specific to subgraph “cluster10_10_1”, which represents the 10.10.1.0/24 network. 
The nodes of that network are defined in lines 8 to 11. Lines 12 to 18 hold the aggregated 
connections between the nodes and the networks, respectively.  
 
Although the iterations of going back and forth between adjusting graphical properties and 
re-creating the visual could be repeated many times more, I stop at this point. The visual 
representation in Figure 32 shows the scan results in condensed form and provides a good 
starting point to select a single node or an entire network and look at the details. All labels 
are readable and the network hierarchy is preserved. The scan results are shown in a 
reasonable amount of space. Due to a limitation in the GraphViz “fdp” layout, the weight of 
an edge does not show correctly. And, putting labels to the edges would not add additional 
value (information) to the graph. Further interpretation is left to chapter 5.6.  
 

5.6 Interpret!and!decide!
At the sixth and last stage of the information visualization process, the aesthetics and the 
message of the visual representation can be considered. The question of presentation has 
already been answered in chapter 5.5. I find the graph in Figure 32 aesthetically pleasing.  
 
rule  evaluation comment 
reduce non-data ink fulfilled The graph does not contain unnecessary colors or 

background images. All the ink is used to display 
the data. It could be argued that not using fill colors 
but only colorizing the frame of a box would have 
been sufficient, too. 

distinct attributes fulfilled The number of colors used is less than ten (rules of 
thumb). 
 

Gestalt principles fulfilled Nodes that belong to the same subnet can be 
easily identified (proximity). Using boundaries on 
each subnet makes this process even more 
effective (closure). Elements of similar size contain 
about the same number of issues (similarity). The 
arrangement in a node-link diagram further satisfies 
the continuity, symmetry, and connection 
requirements.  

emphasize exceptions fulfilled By applying the color-coding scheme nodes are 
marked according to the issue with the highest 
severity on that node.  

show comparisons not 
available 

Under the assumption that each scan is unique, 
this has not been accounted for. The results from 
different scans over the same targets could be 
compared by looking at the visuals. 
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rule  evaluation comment 
annotate data partly 

fulfilled 
Only the networks have been labeled. The graph 
lacks a legend that explains the color-coding 
scheme and the number in brackets. These are 
described in the text, however.  

show causality not fulfilled At this level of detail (overview first) the reader is 
not able to determine why a certain host has a high 
number of issues or what kind of vulnerabilities 
were found. This information would be revealed 
when zooming in and looking at the details (refer to 
the application reference model in chapter 5.7). 

Table 13: Evaluation of Figure 32 by the rules defined in chapter 2.3. Most of these rules to create a 
visual representation have been satisfied. 

Table 13 presents the results of an evaluation by the rules defined in chapter 2.3. It shows 
that most of the rules to create a visual representation have been fulfilled. More of them 
would have been satisfied if the graph was not static and standalone but part of an 
application that supports view manipulation and multiple levels of detail.  
 
In brief, the goal was to generate a visual representation of a Nessus vulnerability scan that 
reflects the underlying network and supports the reader in the prioritization of mitigation 
efforts (see chapter 5.1). In my opinion, this goal has been reached although the graph in 
Figure 32 is not (yet) interactive. The graph can be generated automatically by using my 
NBE parser and running it through a Nessus NBE file.  
 
The implementation of an attack tree as shown in Figure 15 on page 32 would not provide 
more insight because the same information can be obtained by looking at Figure 32. The 
most promising system to attack is 10.10.1.243 for its high number of critical issues. 
Attacking the systems that are part of subnet 10.18.1 would be a viable alternative. Security 
enforcement points that allow the implementation of mitigating measures are as follows: 
 

a) Mitigation of all known vulnerabilities to prevent successful exploitation. The 
prioritization of mitigation efforts would be along the criticality level and the number 
of issues found on a host. With the vulnerability scoring system proposed in chapter 
4.3 being in place, this prioritization would include the internal rating and asset value 
as well. Given the number of vulnerable systems, this could take a considerable 
amount of time. 
 

b) Cutting-off the attacker from the vulnerable ports by applying access control lists on 
the devices along the path (10.18.16.3 or 10.18.12.1) so that connectivity from the 
scan host to a certain port is not permitted anymore. This would be a short-term 
solution that could be applied immediately. 

 
Having said that, I expect that the security adept reader is able to come to the same 
conclusions by interpreting the visual representation of the scan results.  
!
In the context of the information seeking mantra (see chapter 3.1), Figure 32 provides an 
appropriate level of detail and represents a good starting point to select a single node or an 
entire network and look at the details (overview first, zoom and filter, and then details on 
demand). At the current state it is not interactive, however. This interactivity would be 
provided in a vulnerability management application that supports multiple levels of detail 
(layers) and user interaction. First, this would enable the user to arrange the presentation of 
the nodes as required. Second, by clicking on a node, the distribution of vulnerabilities for 
that node would be presented in treemap format. Going down one level again, the user 
would then be able to view the detailed description (Nessus output) of each of them. 
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Figure 33: Treemap graph of the vulnerabilities found on host 10.10.1.243. As in the previous figures, the 
size of a box and its color depends on the severity level. 

Figure 33 shows an example of a treemap graph of the vulnerabilities found on the node 
with the IP address 10.10.1.243. This is the result of a third parser which extracts from the 
Nessus NBE file all vulnerabilities per selected host and outputs them in TreeMap TM3 
format. The TreeMap tool was used with the selections made on the right. Label stands for 
the text used to describe each box. It contains the port name and number (if available), a 
brief synopsis, and the Nessus Plugin ID. The size of each box depends on the CVSS base 
score. In order to show all scan entries, the minimal score has been set to 1. The familiar 
color-coding scheme has been applied as well. The application supports a user-defined 
color binning where the severity levels can be applied easily. The total number of issues per 
range is calculated automatically. With one exception these counters match the numbers 
shown in Figure 32 (9/1/1/2/0). The 41 issues with a score of 1 (marked in light grey in the 
TreeMap graph) are Nessus entries without a CVSS base score assigned. These are 
suppressed in Figure 32. 
 
 1:while ($line = <STDIN>) { 
 2: chomp ($line); 
 3: next if ($line !~ /^results.*$/); 
 4: @elements = split (/\|/, $line); 
 5: $network = $elements[1]; 
 6: $host = $elements[2]; 
 7: $service = $elements[3]; 
 8: $pluginID = $elements[4]; 
 9: $type = $elements[5]; 
10: $description = $elements[6]; 
11: if ( $host =~ /^$hostFilter$/ ) { # i.e. 10.10.1.243 
12:   $synopsis = $description;  
13:   $synopsis =~ s/^Synopsis :\\n\\n(.*)\\n\\nDescription.*$/$1/;  
14:   $synopsis =~ s/\\n//g;  # a little cleanup 
15:   if ((!$synopsis) and ($service =~ /^.*(\d+)\/.*/) )     
        { $synopsis = "open port" };  
16:   $cvss = $description;      
17:   $cvss =~ s/.*CVSS Base Score\s*:\s*([\d\.]+).*/$1/; 
18:   if ($cvss !~ /^[\d\.]+$/) { $cvss = 1; }  # no score handling 
19:   if ($cvss <= 1 ) { $cvss = 1 }; # adding a little offset… 
20:   if ( $pluginID == "" ) {  
21:     print "$network\t$host\t$service: $synopsis\t$cvss\n"; } 
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22:   else {  
23:     print "$network\t$host\t$service: $synopsis 
[pluginID=$pluginID]\t$cvss\n"; } 
24: } # if host matches our filter 
25:}  # while 
Source Code 12: Main routine of my nbe-treemap-parser. The vulnerability entries for a specific host are 
extracted from the Nessus nbe-file and output in TreeMap TM3-format.  

Source Code 12 displays the main routine of my NBE treemap parser (nbe-treemap-
parser.pl). The output has been cut for brevity (refer to Appendix B for the full source code). 
Prior to the while loop in line 1, the header lines of the TM3 file are printed (refer to Table 3).  
 
Lines 1 to 10 read the current line and extract the different “ReportItem” elements.  
Line 11: The line is further parsed if it belongs to a node that matches our host filter.  
Lines 12 to 15 are used to extract the synopsis text. Entries indicating a listening port only 
lack a synopsis (refer to Source Code 5, line 4). Because of that, they get an “open port” 
description assigned (line 15).  
Lines 16 to 19 take care of the CVSS score. As described before, a default score of 1 is 
assigned for entries with a score less than 1, or for entries that lack the CVSS score entirely.  
Lines 20 to 23 output the results depending on the value of the Nessus plugin ID. 
 

5.7 Vulnerability!management!application!reference!model!
This section lists the components and defines requirements to an interactive vulnerability 
management application as being mentioned earlier. In the previous sections of chapter 5, I 
have provided a sample implementation based on Nessus and the GraphViz visualization 
engine. The description here serves as a reference model for future software development. 
 

 
Figure 34: Vulnerability management application reference model for software development. 

Figure 34 defines the generic architecture of an interactive vulnerability management 
application that supports visual analytics. This reference model consists of the following 
building blocks:  
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1) Parser plugins: Each type of vulnerability scanner requires a specific parser plugin 
that extracts the relevant information and converts (normalizes) it to a common meta 
language. This conversion strongly depends on the format of the scan results. Some 
scanners provide the results in text-format, whereas others use HTML as their 
default reporting output. The integration of a new vulnerability scanner requires the 
development of a dedicated plugin. 

 
2) Data normalization layer: The data normalization layer describes the scan results in 

a common syntax, which is independent from the scanner-specific data formats. The 
use of such a data abstraction layer eliminates the direct dependency between the 
parser output and the instruction set of the visualization engine used to generate the 
graphical views. Therefore, adding other plugins or the implementation of another 
visualization engine can be done independently from each other. 

 
3) Application data and history: Application data is stored in a database. To support 

the comparison of historical scan results it must contain old scan results as well. 
Trend analysis will be based on this historical information, too. The database can be 
organized in a flat file structure or as a fully-fledged DB system. 

 
4) Scoring and classification system and asset value configuration: The definition 

of an appropriate vulnerability scoring and classification system and the assignment 
of an asset value per system is required to properly evaluate the set of given 
vulnerabilities. Both scoring system and asset value are specific to the user 
environment the application is configured for. Examples are provided in chapter 4. 
Users should be able to customize severity-level thresholds and color codes to their 
needs. 

 
5) System metadata: System metadata can be very helpful in the interpretation of the 

scan results. This could be the system owner, an application data classification, the 
type of server (i.e. web server, file server, mail server, etc.), or the DNS name. The 
user should be able to view this information on demand. This information could be 
imported from a change management tool or an inventory database. 

 
6) Visualization engine: The visualization engine is responsible for generating the 

various layers of graphical representations. The scanning data stored in the 
database needs to be converted into the instruction set or language that is 
understood by the visualization engine. An example is the DOT language used by 
the GraphViz visualization suite (refer to chapters 3.3.2 and 5). 

 
7) Graphical user interface: This is the interactive graphical user interface. Its design 

should follow a layered approach to satisfy the information seeking mantra. It should 
provide user interaction to control the view, e.g. moving nodes around, zooming, 
image rotation, or aggregation. This includes as well filtering capabilities to select 
nodes, to set the desired severity-level, or to find vulnerabilities by type or category, 
such as the ones defined in Table 12 on page 51. Security enforcement points along 
the path should be highlighted to support the display of the potential attack path. 
 
The application should further provide the possibility to show two graphs side by side 
for the comparison of previous scan results. To make this comparison easier, there 
should be an option to fix node positions so that they always appear in the same 
place. Systems that have been decommissioned in the meantime should be shown 
grayed out. On the other hand, there should be an option to mark issues that have 
been fixed so that they do not appear in the graph anymore. This supports tracking 
the status of mitigation. 
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8) Role model: The ideal application would provide data views that are separated by 
user role. For example, management access would be restricted to the dashboard 
level, whereas the information security officer is provided with more details. The 
system or application owner, on the other hand, must be able to view all issues 
concerning the systems he is responsible for. 

 
9) Export and print functions: Printing reports and exporting a graph to a file for 

further processing is required as well. The next step could be the integration with an 
existing ticketing or change management system (represented in dotted lines). 

 
This list of requirements is not conclusive. I see the generation of a detailed attack tree as 
very useful but implemented as a second priority. Following the path outlined in Figure 16 on 
page 33 (the attack graph with metrics assigned to the edges) would enable suggestions of 
countermeasures that are based on the probability of a successful compromise. 
 

5.8 Conclusion!
This chapter provides a practical implementation example of how to generate a graph by 
following the information visualization process (refer to chapter 3.1). By taking the theory of 
the previous chapters into account, I have developed stage-by-stage the creation of a graph 
that shows the results of a Nessus vulnerability scan.  
 
It all started with the definition of a goal statement. In stage two, the data format of a Nessus 
NBE file has been analyzed prior to extracting and mapping the records to the data structure 
required in stage three. This structure strongly depends on the visualization tool used to 
generate the graph. I have selected the GraphViz visualization software as the tool of choice. 
The next step included a basic implementation of a NBE parser in Perl, which led to the 
successful generation of a graph showing the network hierarchy and each node that was 
part of the vulnerability scan. This information was extracted from the UDP traceroute data in 
the NBE file. 
 
Further information processing to map graphical elements and assign properties took place 
at stage four. The NBE parser was extended so that the CVSS base scores per node were 
extracted from the NBE file as well. Instead of using AfterGlow as in stage three, the 
necessary DOT file is now generated directly by the parser. The full source code of the 
parser is provided in Appendix B. A color-coding scheme has been applied to highlight each 
node according to the severity-level of the most severe vulnerability found on that host. In 
addition to that, the size of a node varies by the number of issues found. 
 
In stage five, various GraphViz layouts have been evaluated to find the right design. Every 
layout has its specific properties. Based on the arrangement of the nodes and the support 
for aggregation, the “fdp” layout was found most suitable for this work. In conclusion, I 
generated the graph in Figure 32, which is using aggregation through subgraphs and a 
minimum number of edges between the nodes. The characteristics of this graph have been 
evaluated against the goal statement defined at stage one and the rules to create a visual 
representation (refer to chapter 2.3). The graph is aesthetically pleasing, follows most of 
these rules, and satisfies my requirements. “The trick lies in creating the visualization system 
that best fits your needs” [GC07].  
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The custom vulnerability scoring system proposed in chapter 4.3 has not been applied 
because I decided that the proof-of-concept implementation was more important. The parser 
functionality can be easily adapted to the new scale, if necessary. The assignment of an 
asset value per system would be required as well. In the current implementation this would 
be a manual task. For example, the asset values could be provided in a text file that can be 
read by the parser.  
 
Normally, the asset value does not change very often. The internal score, on the other hand, 
is something that is unique per scan and needs to be evaluated for any new vulnerability. I 
see two options of how to apply the internal rating:  
 

a) Prior to the generation of a visual representation. In this case, the security 
consultant has to look at the Nessus results and evaluate each issue manually. If 
rated down, the score would be adjusted directly in the NBE file. This option is very 
cumbersome. In addition to that, the added value of visual data representation is 
reduced because someone has already worked through a detailed list of issues. 
This would also be against the information seeking mantra. 
 

b) After graph generation. The visual representation of the scan results is generated as 
proposed. The application of an internal vulnerability score and the potential change 
in the overall score would be supported by the vulnerability management application. 
In this case, the visual representation would provide the added value as expected. 
For example, the nodes are shown in their context (network architecture). Security 
enforcement points that can implement compensating controls along the attack path 
can be easily identified and taken into account.  

 
Option b) is the preferred method.  
 
The chapter closes with the software architecture and the requirements to an interactive 
vulnerability management application. This model describes the basic components of such 
an application and serves as a reference to future software development. Practical examples 
and requirements for user interactivity are provided in a recent paper written by Jeffrey Heer 
and Ben Shneiderman. In [HS12], they introduce a taxonomy of interactive dynamics for 
visual analytics. Their goal is to assist the reader in the evaluation and creation of visual 
analysis tools that support the fluent and flexible use of visualizations in a dynamic process. 
The taxonomy consists of twelve task types grouped into three high-level categories: (1) 
data and view specification (visualize, filter, sort, derive), (2) view manipulation (select, 
navigate, coordinate, and organize), and (3) analysis process and provenance (record, 
annotate, share, and guide). I strongly recommend the consideration of these methods when 
designing the graphical user interface.  
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6 Conclusion!
Security visualization is both an art and a science. At its heart, security visualization 
depends upon graphically presenting security-related data in ways that provide useful and 
actionable insight. – Greg Conti [GC07] 
 
This chapter holds the conclusion of this project. At its core it summarizes my work, outlines 
my overall contribution, and re-emphasizes the main results. Areas for future work are 
described in section 6.3. It ends with an outlook to the future. 
 

6.1 Summary!
This project’s goal was to provide a graphical representation on the results of a vulnerability 
scan so that major issues can be quickly identified and prioritized. Overall, I see these 
objectives fulfilled. 
 
The project starts with a research phase on visualization theory because I was new to the 
subject. The results are provided in chapter 2. I think that Greg Conti’s quote on security 
visualization being both an art and a science explains it very well (refer to the very beginning 
of this chapter). Creating a graphical representation transforms data into information. The 
presentation of this information can be done in many ways. Some of these graphs may even 
be more beautiful than functional, which depends on the desired message. This represents 
the art component of data visualization. If, however, certain rules are being followed, a given 
visualization can be made more expressive and effective than another. These rules take the 
human visual system into account, which is often described in literature as a flexible pattern 
finder. Using features such as form, color, motion, or spatial position to display or highlight 
important data areas allow a much better recognition because these are pre-attentively 
processed by our perceptional system. This research concludes with six rules on how to 
create a visual representation. 
 
Chapter 3 defines the information visualization process. Its six stages are: 1. problem 
definition and message, 2. data analysis, 3. process information, 4. visual transformation, 5. 
view transformation, and 6. interpret and decide. These stages are my interpretation of the 
various processes described in literature. They provide an overall guide on how to create a 
visual representation from a given dataset. A practical example is provided in chapter 5. The 
remainder of chapter 3 provides an overview of visualizations that are commonly seen in 
vulnerability management. The first part is a result of my working experience. My intention 
was to provide ideas on how vulnerability data can be presented in aggregated form at the 
management level. The second part is based on research and looks at types of 
visualizations that provide additional context. The two types I focus on are treemaps and 
node-link graphs (attack trees). Treemaps, because they are capable of mapping a large 
number of results into a small space. This is useful when presenting the scan results of a 
single host, for example. Node-link graphs, because they allow the presentation of the 
underlying network hierarchy, which was one of the main goals for this project.  
 
Initially, I thought that attack trees would be the solution to my visualization challenge. The 
interested reader can find a theory section on attack trees in chapter 3 because I see a lot of 
potential for future work in this area. The visual data representation developed in chapter 5 
contains an aggregated attack tree as well. 
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To compare the severity of vulnerabilities and evaluate their impact, some rating system 
needs to be applied. Chapter 4 briefly introduces common vulnerability scoring and 
categorization frameworks that are often encountered in practice. This list is biased by my 
working experience. The system that is explained in more detail is CVSS, the Common 
Vulnerability Scoring System, which has become a de-facto standard in the security 
community. Due to its multiple metric groups it allows for a very thorough evaluation of a 
given vulnerability. I therefore rely on CVSS as the first input to my own vulnerability scoring 
and classification system, which has been developed for this work in chapter 4.3. Based on 
the CVSS score as the external factor of evaluation, this system allows the application of an 
internal rating, too. The overall severity score is calculated by taking the product of the 
CVSS base score, the internally assigned severity level, and the system’s asset value. 
Evaluating an overall score supports the prioritization of mitigation efforts as existing policies 
or countermeasures are taken into account. This prioritization was another important goal of 
this work. 
 
In chapter 5, the theory is put into practice. By following the information visualization process 
defined earlier, I develop step-by-step the generation of a visual representation of the results 
of a Nessus vulnerability scan. The outcome must reflect the underlying network architecture 
and support the quick identification of critical issues. GraphViz, an open-source graph 
visualization software suite, was selected as the tool of choice. The extraction and 
transformation of the raw Nessus scan data into something that can be understood by 
GraphViz made the development of a parser necessary. Excerpts of the code are explained 
throughout this work. The full source code listings in Perl are provided in Appendix B. The 
advantages and disadvantages of a number of graph layouts are demonstrated iteratively in 
the “view transformation” phase.  
 
The result of this evaluation has led to the generation of Figure 32, which fulfills the project 
objectives best. The graph shows the scan results for three networks using the GraphViz 
“fdp” layout. Where possible, connections have been aggregated at the network level. The 
graph and the network hierarchy are well readable. The viewer is able to prioritize. Thanks to 
the vulnerability scoring system applied, nodes vary in size and color depending on the 
number and the severity of the issues assigned to them. The graph further stands an 
evaluation against the rules to create a visual representation defined in chapter 2.3. It also 
shows security enforcement points that allow the implementation of countermeasures. 
 

6.2 Reflection!of!achievements!
The project goals have been achieved successfully. I would like to highlight the five 
achievements that are key to me: 

• Putting theory into practice: To me, this project has always had a practical focus. 
The knowledge and experience gained during the research phase could be applied in 
practice, especially in chapter 5. I plan to introduce many of these ideas at work. 

• Study the theory of information visualization: Thanks to my research, I was able 
to gain comprehensive knowledge on visualization theory. I find the field fascinating 
and will for sure use the information visualization process again.  

• Provide added value to vulnerability management: The graphical representation 
of a list of known vulnerabilities reflects the scanned infrastructure and supports the 
quick identification of the biggest security risks. 

• Overcome known deficiencies: The shortcomings of commonly used vulnerability 
scoring and categorization systems lead to the development of my own scoring 
system. My intention is to apply this system at my workplace. 

• Provide suggestions for future work: I would like to see the interactive 
vulnerability management application being implemented. The reference architecture 
provided can be used as a starting point for software development. 
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6.3 Future!work!
A number of short-term improvements on the current work can be identified in the area of 
data extraction, namely in the parser functionality. Since version 4.2, the Nessus default 
output format is based on XML. I would recommend the parser being extended so that it 
reads XML files directly instead of using the older NBE format. In addition to that, support for 
DNS resolution or hostnames would be useful. The current solution works on IP addresses 
only. The implementation of the scoring and categorization system proposed in chapter 4.3 
would require a process for the evaluation of the internal score per vulnerability and the 
knowledge of the asset value for each system. The parser code has been prepared and can 
be adjusted easily. 
 
A vulnerable server is very likely to pose a threat to adjacent systems in the same network 
(refer to Figure 15 on page 32 for an example). Therefore, segregation in networks is seen 
as good practice in network design [ISO27002, IBM08]. The evaluation of the internal 
severity score must consider the system’s environment as well as existing compensating 
controls. To support risk management, I further propose the definition of a network base 
score or trust level for each subnet. This sets the maximal risk level that is tolerated for 
systems in this network. If a vulnerability is found, which severity level exceeds the network 
base score, the affected system should be highlighted in a special way. 
 
As outlined in chapter 5.6, I think that the graph in Figure 32 includes an appropriate level of 
detail to provide an overview of the scan results. It represents a good starting point for an 
application that allows further zooming and filtering in order to look at the details on demand. 
The development of such an application was out of scope for this project. Therefore, the 
next step would be the implementation of a vulnerability management application that 
supports this kind of interactivity. A reference model for such a tool and a list of basic 
requirements is provided in chapter 5.7.  
 
The decision on the programming language is left to the software developer in charge. For 
example, Java support for GraphViz is offered by the Grappa library or the Yoix scripting 
language. Both are available on the GraphViz website [GVIZ]. For those who want to use an 
existing tool that provides this interactivity, I think that Gephi is worth a try. Despite the fact 
that it is still in beta status, this open-source graph visualization and manipulation software 
looks very promising [GEPHI]. At the time of this writing, DOT files are supported but with 
limitations. A third way of providing interactivity would be the implementation of a web 
application framework that starts with the graph in Figure 32 as a static image. Using URLs 
in the GraphViz labels would allow the user to navigate from one treemap graph to the other.  
 

6.4 Outlook!
Data tell a story. Security vendors have recognized the power of graphical representation, 
too. It is all about detecting patterns, spotting outliers, and getting useful actionable insight 
from billions of pieces of data. This has given rise to new visualization tools and techniques. 
This evolution continues: Interactive data visualization is listed among the top trends for 
2012 [TT12]. The IEEE Network Magazine is planning a special issue on computer network 
visualization in November/December 2012 [IEEE12] as well. The discipline of classical 
visualization is emerging into so-called visual analytics. Supported by highly interactive 
visual interfaces, people will be able to interact, discover, and manipulate data to reveal and 
communicate the story that is important to them [KG11]. 
 
Seeing is believing – let the data tell the story! 
 
 
 



 

 

Bibliography 

Visualizations in vulnerability management Page 74 of 96 

Bibliography!
This section lists the references that have been used in the context of this work. They are 
listed in alphabetical order. All URLs were last accessed by the end of February, 2012. 
 
References 
These are the citations that are referenced throughout this document.  
 
[AG11] Raffael Marty: AfterGlow, a collection of scripts, which facilitate the process of 

generating link graphs. The current version is AfterGlow 1.6.2, released in November 
2011. Available at: http://afterglow.sourceforge.net/ 
 

[AJ07] Andrew Jaquith: Security Metrics Replacing Fear, Uncertainty and Doubt, Addison-
Wesley Pearson Education, Boston, 2007 (ISBN 978-0321349989) 
 

[BJ91] Brian Johnson, Ben Shneiderman: Tree-Maps: A Space-Filling Approach to the 
Visualization of Hierarchical Information Structures,  
Proceedings of the 2nd Conference on Visualization ’91. 
Available at: http://ieeexplore.ieee.org/xpl/freeabs_all.jsp?arnumber=175815 
 

[BlackHat] The Black Hat Technical Security Conference. Refer to: http://www.blackhat.com  
 

[BS07] Sean Barnum, Amit Sethi: Attack Patterns as a Knowledge Resource for Building 
Security Software, BlackHat DC 2007 Security Conference.  
Available at: http://capec.mitre.org/documents/Attack_Patterns-
Knowing_Your_Enemies_in_Order_to_Defeat_Them-Paper.pdf  
 

[BS96] Ben Shneiderman: The Eyes have it: A Task by Data Type Taxonomy for Information 
Visualizations, IEEE Symposium on Visual Languages, 1996. Available at: 
http://ieeexplore.ieee.org/xpl/freeabs_all.jsp?arnumber=545307 
 

[BS98] Ben Shneidermann, Catherine Plaisant: Treemaps for space-constrained visualization 
of hierarchies, University of Maryland website.  
Available at: http://www.cs.umd.edu/hcil/treemap-history/ 
 

[BS99] Bruce Schneier: Attack Trees, Dr. Dobb’s Journal, December 1999.  
Available at: http://www.schneier.com/paper-attacktrees-ddj-ft.html 
 

[CAPEC] The MITRE Corporation: Common Attack Pattern Enumeration and Classification 
(CAPEC). Available at: http://capec.mitre.org/ 
 

[CC11] SANS: Twenty critical Security Controls for effective Cyber Defense: Consensus Audit 
Guidelines (CAG), version 3.0, April 2011.  
Available at: http://www.sans.org/critical-security-controls/cag2.pdf 
 

[CIS10] CIS Community: CIS Consensus Security Metrics, v1.1.0, November 2010.  
Available at: http://cisecurity.org/en-us/?route=downloads.metrics 
 

[CLDR] George Mason University Center for Secure Information Systems (CSIS): Cauldron 
(Combinatorial Analysis Utilizing Logical Dependencies Residing On Networks). 
Available at: http://csis.gmu.edu/TVA/ 
 

[CM99] K. Stuart Card, Jock D. Mackinlay, Ben Shneidermann: Readings in Information 
Visualization: Using Vision to Think, Morgan Kaufman, San Francisco, 1999 
 

[CRT] Cisco: Risk Assessment: Risk Triage for Security Vulnerability Announcements. 
Available at: http://www.cisco.com/web/about/security/intelligence/vulnerability-risk-
triage.html 



 

 

Bibliography 

Visualizations in vulnerability management Page 75 of 96 

[CSNC] Compass Security Network Computing AG, an ethical hacking and penetration testing 
company. Refer to: http://www.csnc.ch 
 

[CVE] The MITRE Corporation: Common Vulnerabilities and Exposures (CVE) database. 
Available at http://cve.mitre.org 
 

[CVSS] Peter Mell, Karen Scarfone, Sasha Romanosky: A Complete Guide to the Common 
Vulnerability Scoring System Version 2.0,  
Forum of Incident Response and Security, 2007.  
Available at: http://www.first.org/cvss/cvss-guide.pdf 
 

[CVSScalc] The CVSSv2 Calculator, National Institute of Standards and Technology (NIST), 
Available at: http://nvd.nist.gov/cvss.cfm?calculator&adv&version=2 
 

[CW04] Colin Ware: Information Visualization Perception for Design, Morgan Kaufman 
Publishers, San Francisco, 2nd Edition, 2004 (ISBN 978-1558608191) 
 

[CWE] The MITRE Corporation: Common Weakness Enumeration (CWE).  
Available at: http://cwe.mitre.org/ 
 

[CWE21] Steven M. Christey, Janis E. Kenderdine, John M. Mazella, and Brendan Miles: CWE 
Version 2.1, The MITRE Corporation, 2011.  
Available at: http://cwe.mitre.org/data/published/cwe_v2.1.pdf 
 

[CWSS] The MITRE Corporation: Common Weakness Scoring System (CWSS).  
Available at: http://cwe.mitre.org/cwss/ 
 

[DATAVIS] DataVis.ca: Gallery of Data Visualization – the best and worst of statistical graphics. 
Available at: http://www.datavis.ca/gallery/index.php 
 

[DefCon] The DEFCON Hacking Conference. Refer to: http://www.defcon.org/ 
 

[DM69] Dimitri Mendeleev: Periodic table of elements.  
Available at: http://periodic.lanl.gov/mendeleev.shtml or  
http://www.meta-synthesis.com/webbook/35_pt/pt_database.php 
 

[DOT] The DOT Language. A simple language for the definition of link graphs. DOT files are 
supported by GraphViz or Tulip, for example. Available at: 
http://www.graphviz.org/content/dot-language, http://www.graphviz.org/pdf/dot.1.pdf, or 
http://en.wikipedia.org/wiki/DOT_language 
 

[DR11] Wade Baker, Alexander Hutton, C. David Hylender, Joseph Pamula, Christopher 
Porter, Marc Spitler et al.: 2011 Data Breach Investigations Report (DBIR),  
a study conducted by the Verizon RISK Team with cooperation from the U.S. Secret 
Service and the Dutch High Tech Crime Unit.  
Available at: http://www.verizonbusiness.com/resources/reports/rp_data-breach-
investigations-report-2011_en_xg.pdf 
 

[DW06] Dominic S. D. White: Limiting Vulnerability Exposure through effective Patch 
Management: threat mitigation through vulnerability remediation, master thesis at the 
Department of Computer Science of Rhodes University, 2006. Available at: 
http://singe.za.net/blog/archives/763-Limiting-Vulnerability-Exposure-through-effective-
Patch-Management-a-thesis.html 
 

[ET01] Edward R. Tufte: The Visual Display of Quantitative Information, Graphics Press, 
Cheshire, second edition, 2001 (ISBN 978-0961392147) 
 

[GC07] Greg Conti: Security Data Visualization – Graphical Techniques for Network Analysis, 
No Starch Press, San Francisco, 2007 (ISBN 978-1593271435) 
 



 

 

Bibliography 

Visualizations in vulnerability management Page 76 of 96 

[GEPHI] Gephi, an open-source graph visualization and manipulation software.  
Available at: http://www.gehpi.org 
 

[GN09] Emden R. Gansner, Eleftherios Koutsofios, Stephen North: Drawing graphs with dot 
(dot User’s Manual), December 22, 2009.  
Available at: http://www.graphviz.org/pdf/dotguide.pdf 
 

[GM05] Katrina Tsipenyuk, Brian Chess, Garry McGraw: Seven Pernicious Kingdoms: A 
Taxonomy of Software Security Errors, pages 81 - 84, IEEE Security & Privacy, issue 
6, November/December 2005.  
Available at: http://cwe.mitre.org/documents/sources/SevenPerniciousKingdoms.pdf 
 

[GVIZ] GraphViz – Graph Visualization Software, an open-source graph visualization software. 
Available at: http://www.graphviz.org/ 
 

[HS12] Jeffrey Heer, Ben Shneiderman: Interactive Dynamics for Visual Analysis, ACM Queue 
– Microprocessors, volume 10, issue 2, February 2012, ACM Digital Library, New York, 
2012. Available at: http://queue.acm.org/detail.cfm?id=2146416 
 

[IBM08] Axel Bueckner, Per Andreas, Scott Paisley: Understanding IT Perimeter Security, IBM 
Redpaper, June 09, 2008 (IBM form number REDP-4397-00). Available at: 
http://www.redbooks.ibm.com/redpapers/pdfs/redp4397.pdf 
 

[IEEE12] IEEE Network Magazine: Call for papers. There will be a special issue on computer 
network visualization in November/December 2012. Refer to: 
http://secviz.org/content/cfp-ieee-network-special-issue-computer-network-visualization 
 

[ISM] Information-technology Promotion Agency Japan: Information Security Management 
Benchmark. Available at: http://www.ipa.go.jp/security/english/benchmark_system.html 
 

[ISO27002] British Standard Institute: ISO/IEC 27002:2005, Information Technology – Security 
techniques – Code of practice for information security management.  
Available at: http://bsol.bsigroup.com 
 

[ISO7498] British Standard Institute: ISO 7498-2:1989, Information processing systems – Open 
systems Interconnection – Basic reference model – Part 2: Security Architecture. 
Available at: http://bsol.bsigroup.com 
 

[JB11] J. E. Beasley: Lecture notes on operations research (OR), Imperial College, London. 
Available at: http://people.brunel.ac.uk/~mastjjb/jeb/or/graph.html 
 

[JL05] John Leyden: Vendors agree on vulnerability scoring system, The Register, February 
23, 2005. Available at: http://www.securityfocus.com/news/10541 
 

[JM08] Joao Paulo S. Medeiros, Selan Rodrigues Santos: RadialNet – An Interactive Network 
Topology Visualization Tool with Visual Auditing Support, presentation at the 3rd 
International Workshop on Critical Information Infrastructures Security (CRITIS), 
Frascati, Italy, 2008. Available at: http://critis08.dia.uniroma3.it/pdf/CRITIS_08_22.pdf 
 

[JM09] Jock D. Mackinlay, Kevin Winslow: Designing Great Visualizations,  
tableau Software, February 18, 2009.  
Available at: http://www.tableausoftware.com/de-de/whitepapers/designing-great-
visualizations 
 

[JM86] Jock D. Mackinlay: Automating the Design of Graphical Presentations of Relational 
Information, ACM Transactions on Graphics Volume 5, Issue 2, April 1986.  
Available at: http://www2.parc.com/istl/projects/uir/publications/items/UIR-1986-02-
Mackinlay-TOG-Automating.pdf 
 
 



 

 

Bibliography 

Visualizations in vulnerability management Page 77 of 96 

[JH05] Jeffrey Heer, Danah Boyd: Vizster: Visualizing Online Social Networks,  
IEEE Information Visualization (InfoVis), pages 32–39, 2005.  
Available at: http://vis.stanford.edu/files/2005-Vizster-InfoVis.pdf 
 

[JH10] Jeffrey Heer, Michael Bostock, Vadim Ogievetsky: A Tour through the Visualization 
Zoo, ACM Queue – Visualization, volume 8, issue 5, May 2010, ACM Digital Library, 
New York, 2010. Available at: http://hci.stanford.edu/jheer/files/zoo/ 
 

[JS10] Julie Steele, Noah Iliinsky: Beautiful Visualization Looking at Data through the Eyes of 
Experts, O’Reilly, Sebastopol, 2010 (ISBN 978-1449379865) 
 

[KG11] William Koff, Paul Gustafson: Data rEvolution, CSC Leading Edge Forum, Computer 
Sciences Corporation, 2011.  
Available at: http://assets1.csc.com/lef/downloads/LEF_2011Data_rEvolution.pdf 
 

[KI06] Kyle Ingols, Richard Lippmann, Keith Piwowarski: Practical Attach Graph Generation 
for Network Defense, in Proceedings of the 22nd Annual Computer Security Application 
Conference (ACSAC’06), IEEE Computer Society, 2006. 
 

[KISS] The KISS (keep it simple and stupid) principle, Free On-Line Dictionary of Computing. 
Refer to: http://foldoc.org/KISS+Principle 
 

[KJ09] Kelly Jackson Higgins: NSA-Funded ‘Cauldron’ Tool Goes Commercial, Security dark 
reading, May 26, 2009. Available at: http://www.darkreading.com/database-
security/167901020/security/security-management/217700162/nsa-funded-cauldron-
tool-goes-commercial.html 
 

[KK22] Kurt Koffka: Perception: An introduction to the Gestalt-theorie, 1922. Available at: 
http://library.isb.edu/digital_collection/Perception_an_introduction_to_the_gestalt.pdf 
 

[LA09] Lutz Lowis and Rafael Accorsi: On a Classification Approach for SOA Vulnerabilities, 
IEEE Computer Software and Applications Conference, Seattle, 2009.  
Available at: http://www.informatik.uni-freiburg.de/~accorsi/papers/sapse09.pdf 
 

[LE15] Ralph Lengler, Martin J. Eppler: A periodic table of visualization methods, version 1.5. 
Available at: http://www.visual-literacy.org/periodic_table/periodic_table.html 
 

[LI05] Richard P. Lippmann, Kyle W. Ingols: An annotated Review of past Papers on Attack 
Graphs, PR-IA-1, MIT Lincoln Laboratory Project Report, March 31, 2005. Available at: 
http://www.ll.mit.edu/mission/communications/ist/publications/0502_Lippmann.pdf 
 

[LI05a] Richard P. Lippmann, Kyle W. Ingols, Chris Scott, Keith Piwowarski, Kendra J. 
Kratkiewicz, Mike Arts, Robert R. Cunningham: Evaluating and Strengthening 
Enterprise Network Security Using Attack Graphs, PR-IA-2, MIT Lincoln Laboratory 
Project Report, August 12, 2005. Available at: 
http://www.ll.mit.edu/mission/communications/ist/publications/0507_Lippmann.pdf 
 

[LI06] Richard P. Lippmann, Kyle W. Ingols, Chris Scott, Keith Piwowarski, Kendra J. 
Kratkiewicz, Mike Arts, Robert R. Cunningham: Validating and Restoring Defense in 
Depth using Attack Graphs, MILCOM 2006, Washington, October 2006. Available at: 
http://www.ll.mit.edu/mission/communications/ist/publications/061023_Lippmann.pdf 
 

[LW05] Leland Wilkinson: The Grammar of Graphics, Springer Science+Business Media Inc., 
New York, Second Edition, 2005 (ISBN: 978-0387245447) 
 

[LW07] Leevar Williams, Richard Lippmann, Kyle Ingols: An Interactive Attack Graph Cascade 
and Reachability Display, in Proceedings of the fourth Workshop on Visualization for 
Computer Security, Springer-Verlag, Berlin Heidelberg, 2008.  
Available at: http://www.ll.mit.edu/mission/communications/ist/publications/07-10-
29_Lippmann_VIZSEC_MS-31534.pdf 



 

 

Bibliography 

Visualizations in vulnerability management Page 78 of 96 

[LW08] Leevar Williams, Richard Lippmann, and Kyle Ingols: GARNET: A graphical Attack 
Graph and Reachability Network Evaluation Tool, in VizSec ’08 Proceedings of the fifth 
Workshop on Visualization for Computer Security, Springer-Verlag, Heidelberg, 2008. 
 

[MA02] Michael L. Artz: NetSPA: a Network Security Planning Architecture, Masters thesis at 
the Massachusets Institute of Technology, 2002.  
Available at: http://dspace.mit.edu/handle/1721.1/29899 
 

[MB05] Sophie Engle, Sean Whalen, Damien Howard, and Matt Bishop: Tree Approach to 
Vulnerability Classification, Department of Computer Science, University of California, 
Davis, 2006.  
Available at: http://www.cs.ucdavis.edu/research/tech-reports/2006/CSE-2006-10.pdf 
 

[MB08] Melissa Bishop, Carey Carpenter, Deloitte: Leveraging IT risk assessment to add 
value, ISACA San Francisco Chapter Luncheon, January 24, 2008. Available at: 
http://www.sfisaca.org/images/Leading_Practice_IT_Risk_Assessment.pdf 
 

[MB10] Mehran Bozorgi, Lawrence K. Saul, Stefan Savage, and Geoffrey M. Voelker: Beyond 
Heuristics: Learning to Classify Vulnerabilities and Predict Exploits, KDD 2010, the 16th 
ACM SIGKDD Conference on Knowledge Discovery and Data Mining, Washington, 
2010. Available at: http://research.google.com/pubs/archive/36738.pdf 
 

[MC08] Russ McRee: Security Visualization: What you don’t see can hurt you, ISSA Journal, 
June 2008, Information Systems Security Association, 2008.  
Available at: https://www.issa.org/Members/Journal/ (members only) 
 

[MC09] Russ McRee: Security Visualization Tools, Linux Magazine, September 2009. 
Available at: http://www.linux-magazine.com/Issues/2009/106/Security-Visualization-
Tools 
 

[MC10] Matthew Chu, Kyle Ingols, Richard Lippmann, Seth Webster, Stephen Boyer: 
Visualizing Attack Graphs, Reachability, and Trust Relationships with NAVIGATOR, in 
VizSec ’10 Proceedings of the seventh Workshop on Visualization for Computer 
Security, ACM Press, New York, 2010. 
 

[MSM] The MITRE Corporation: Making Security Measurable, a Collection of Information 
Security Community Standardization Activities and Initiatives.  
Available at: http://makingsecuritymeasurable.mitre.org/ 
 

[MSSB] Microsoft Security Bulletins, Microsoft Security TechCenter.  
Available at: http://technet.microsoft.com/en-us/security/bulletin/  
 

[MSRS] Microsoft Severity Rating System, Microsoft Security Response Center, November 
2002. Available at: http://www.microsoft.com/technet/security/bulletin/rating.mspx 
 

[MW06] Melody Reifel Werner: A case study of the use of risk management in NCAA 
compliance at a Division I institution (2006), doctoral dissertation at Eastern Michigan 
University, paper 97, 2006. Available at: http://commons.emich.edu/theses/97 
 

[NESS] Tenable Network Security: Nessus Vulnerability Scanner.  
Available at: http://www.nessus.org/products/nessus 
 

[NFF11] Tenable Network Security: Nessus v2 File Format, revision 1, March 17, 2011. 
Available at: http://static.tenable.com/documentation/nessus_v2_file_format.pdf 
 

[NIST800-
30] 

Gary Stoneburner, Alice Goguen, and Alexis Feringa: Risk Management Guide for 
Information Technology Systems, National Institute of Standards and Technology, 
Special Publication 800-30, Computer Security Division, Information Technology 
Laboratory, Gaithersburg, 2002.  
Available at http://csrc.nist.gov/publications/nistpubs/800-30/sp800-30.pdf 



 

 

Bibliography 

Visualizations in vulnerability management Page 79 of 96 

[NIST800-
39] 

Joint Task Force Transformation Initiative: Managing Information Security Risk, 
National Institute of Standards and Technology, Special Publication 800-39, Computer 
Security Division, Information Technology Laboratory, Gaithersburg, 2011.  
Available at: http://csrc.nist.gov/publications/nistpubs/800-39/SP800-39-final.pdf 
 

[NIST800-
40] 

Peter Mell, Tiffany Bergeron, David Henning: Creating a Patch and Vulnerability 
Management Program, National Institute of Standards and Technology, Special 
Publication 800-40, Version 2.0, Computer Security Division, Information Technology 
Laboratory, Gaithersburg, 2005.  
Available at: http://csrc.nist.gov/publications/nistpubs/800-40-Ver2/SP800-40v2.pdf 
 

[NMAP] Gordon Lyon (a.k.a. Fyodor): Nmap ("Network Mapper"), a free and open source utility 
for network exploration or security auditing.  
Available at: http://www.nmap.org 
 

[NS94] Nathan Shedroff: Information Interaction Design: A Unified Field Theory of Design. This 
paper is a chapter in the book Information Design edited by Bob Jacobson, MIT Press, 
Cambridge, 1999. Available at: http://www.nathan.com/thoughts/unified/ 
 

[NUG11] Tenable Network Security: Nessus 4.4 User Guide, revision 17, December 2011. 
Available at: http://static.tenable.com/documentation/nessus_4.4_user_guide.pdf 
 

[NVDB] NIST National Vulnerability Database.  
Available at: http://nvd.nist.gov/home.cfm 
 

[OSVDB] Open Source Vulnerability Database. Available at: http://osvdb.org 
 

[OT10] The Open Web Application Security Project: OWASP Top 10, 2010.  
Available at: https://www.owasp.org/index.php/Top_10_2010-Main 
 

[PA02] Paul Ammann, Duminda Wijesekera, Saket Kaushik: Scalable, Graph-Based Network 
Vulnerability Analysis, Proceedings of the 9th ACM Conference on Computer and 
Communications Security, pages 217-224, ACM Press, New York, 2002. 
 

[PB05] Peter R. Bitterli: IT Security Governance – A slow start to a high maturity level, ISACA 
information systems control journal, volume 1, 2005. Available at: 
http://www.isaca.org/Journal/Past-Issues/2005/Volume-1/Documents/jpdf051-IT-
Security-Governance-A-Slow-start.pdf 
 

[PB05a] Peter R. Bitterli: Using control-self-assessment for risk management, ISACA 
international conference, Oslo, June 2005.  
Available at: http://www.bitterli-consulting.ch/deutsch/files/EuroCACS05CSA.pdf 
 

[PCI2] PCI Security Standards Council: PCI DSS (PCI Data Security Standard), v2.0. 
Available at: 
https://www.pcisecuritystandards.org/security_standards/documents.php?document=p
ci_dss_v2-0#pci_dss_v2-0 
 

[PERL] The Perl programming language. Available at: http://www.perl.org  
 

[PM07] Pascal Meunier: Classes of Vulnerabilities and Attacks, in Handbook of Science and 
Technology for Homeland Security. Wiley, 2007 (ISBN 978-0-471-76130-3), Available 
at: http://homes.cerias.purdue.edu/~pmeunier/aboutme/classes_vulnerabilities.pdf 
 

[QUALYS] QualysGuard Vulnerability Management solution.  
Refer to: http://www.qualys.com/products/qg_suite/vulnerability_management/ 
 

[RM08] Raffael Marty: Applied Security Visualization, Addison-Wesley Pearson Education, 
Boston, 1st edition, 2008 (ISBN 978-0321510105) 
 



 

 

Bibliography 

Visualizations in vulnerability management Page 80 of 96 

[RM08a] Raffael Marty: Security Visualization, learning from the New York Times, SOURCE 
Boston 2008. Available at: http://www.youtube.com/watch?v=NI81kYlERzk 
 

[RM09] Riccardo Mazza: Introduction to Information Visualization, Springer-Verlag, London, 
2009 (ISBN 978-1848002180) 
 

[RM11] Raffael Marty: Mining your logs – Gaining insight through visualization, Google tech 
talk, March 30, 2011. Available at: http://www.youtube.com/watch?v=9LnpFCrX2uc 
 

[RM11a] Robert A. Martin: Uptake of CWE and CAPEC, Department of Homeland Security, 
March 2011. Available at: https://buildsecurityin.us-
cert.gov/swa/presentations_032011/BobMartin-UptakeOfCWEandCAPEC.pdf 
 

[RN07] RadialNet network visualization tool by Joao Medeiros, Google Summer of Code 2007. 
Available at: http://www.dca.ufrn.br/~joaomedeiros/radialnet/ 
 

[RS08] Randal L. Schwartz, Tom Phoenix, brian d foy: Learning Perl, O’Reilly Media, 
Sebastopol, fifth edition, 2008 (ISBN 978-0596520106). 
 

[RSVA] RedSeal Vulnerability Advisor solution.  
Refer to: http://www.redseal.net/products/redseal-vulnerability-advisor 
 

[SB07] Sean Barnum: An Introduction to Attack Patterns as a Software Assurance Knowledge 
Resource, OMG Software Assurance Workshop 2007. Available at: 
http://capec.mitre.org/documents/An_Introduction_to_Attack_Patterns_as_a_Software
_Assurance_Knowledge_Resource.pdf 
 

[SB10] Sean Barnum: Understanding How They Attack Your Weaknesses: CAPEC, 
presentation at the 6th Annual IT Security Automation Conference and Expo 2010, day 
1. Available at: 
http://scap.nist.gov/events/2010/itsac/presentations/day1/Software_Assurance-
CAPEC.pdf 
 

[SECVIZ] SecViz parser exchange.  
Available at: http://secviz.org/content/parser-exchange 
 

[SFDB] SecurityFocus. BugTraq full disclosure mailing list and vulnerability database. Available 
at: http://www.securityfocus.com/ 
 

[SJ05] Sushil Jajodia, Steven Noel, Brian O'Berry: Topological Analysis of Network Attack 
Vulnerability, in Managing Cyber Threats: Issues, Approaches and Challenges, V. 
Kumar, J. Srivastava, A. Lazarevic (eds.), Springer, 2005.  
Available at: http://csis.gmu.edu/noel/pubs/TVA_chapter.pdf 
 

[SJ07] Sushil Jajodia, Steven Noel: Topological Vulnerability Analysis: A Powerful New 
Approach for Network Attack Prevention, Detection, and Response, in Algorithms, 
Architectures, and Information Systems Security, B. Bhattacharya, S. Sur-Kolay, S. 
Nandy, and A. Bagchi (eds.), World Scientific Press, 2007.  
Available at: http://csis.gmu.edu/noel/pubs/2007_ISI_chapter.pdf 
 

[SJ10] Sushil Jajodia, Steven Noel: Topological Vulnerability Analysis, Cyber Situational 
Awareness, Advances in Information Security 46, S. Jajodia, P. Liu, V. Swarup, C. 
Wang, (eds.), Springer, 2010.  
Available at: http://csis.gmu.edu/noel/pubs/2009_ARO_chapter.pdf 
 

[SF09] Stefan Frei: Security Econometrics The Dynamics of (In)Security, dissertation at ETH 
Zurich, 2009 (ISBN 9781439254097).  
Available at: http://www.techzoom.net/papers/eth_dissertation_stefan_frei_2009.pdf 
 
 



 

 

Bibliography 

Visualizations in vulnerability management Page 81 of 96 

[SH08] Scott O'Hare, Steven Noel, Kenneth Prole: A Graph-Theoretic Visualization Approach 
to Network Risk Analysis, Proceedings of the fifth Workshop on Visualization for 
Computer Security, Springer-Verlag, Berlin Heidelberg, 2008. Available at: 
http://csis.gmu.edu/noel/pubs/2008_VizSec.pdf 
 

[SKYBOX] Skybox Risk Control solution. Refer to: http://www.skyboxsecurity.com/ 
 

[SN04] Steven Noel, Sushil Jajodia: Managing Attack Graph Complexity Through Visual 
Hierachical Aggregation, Proceedings of the 2004 ACM Workshop on Visualization and 
Data Mining for Computer Security (VizSec/DMSEC ’04), pages 109-118, ACM Press, 
New York, 2004. 
 

[SN09] Steven Noel, Matthew Elder, Sushil Jajodia, Pramod Kalapa, Scott O'Hare, Kenneth 
Prole: Advances in Topological Vulnerability Analysis, Proceedings of the 
Cybersecurity Applications & Technology Conference For Homeland Security, 
Washington, DC, March 2009.  
Available at: http://csis.gmu.edu/noel/pubs/2009_CATCH.pdf 
 

[SN10] Steven Noel, Sushil Jajodia, Lingyu Wang, Anoop Singhal: Measuring Security Risk of 
Networks Using Attack Graphs, International Journal of Next-Generation Computing, 
Vol. 1, No. 1, July 2010.  
Available at: http://csis.gmu.edu/noel/pubs/2010_IJNGC.pdf 
 

[SPLUNK] Splunk product demonstration. Available at: http://www.splunk.com/view/SP-CAAAEZY 
 

[ST06] Symantec: DeepSight Threat Ratings Guide, 2006.  
Available at: http://www.symantec.com/docs/DOC2222  
 

[ST20] The SANS Institute: Top 20 Internet Security Problems, Threats and Risks.  
Available at: http://www.sans.org/top20 
 

[TC01] Thomas H. Cormen, Charles E. Leiserson, Ronald L. Rivest, Clifford Stein: Introduction 
to Algorithms, MIT Press, second edition 2001 (ISBN 0-262032937) 
 

[TM06] Tamara Mutzner: 15 Views of a Node-Link graph: An InfoVis Portfolio, 
Google tech talk, Mountain View CA, 06 2006.  
Available at: https://www.cs.ubc.ca/~tmm/talks.html#google06 
 

[TMS] Symantec DeepSight Threat Management System.  
Refer to: http://tms.symantec.com/ 
 

[TREE] Treemap, developed by Ben Shneidermann during the 1990s.  
Available at: http://www.cs.umd.edu/hcil/treemap/ 
 

[TR10] Symantec Internet Security Threat Report, Volume 16, Mai 2011. 
Available at: http://www.symantec.com/business/threatreport/ 
 

[TT12] Tableau Software: 10 Business Intelligence & Analytics Trends for 2012. Available at: 
http://www.tableausoftware.com/sites/default/files/blog/top10-2012-bi-trends-
tableausoftware.pdf 
 

[VIZSEC] Proceedings on annual Workshop on Visualization for Computer Security  
VizSec 2011, 2010 Proceedings: ACM Digital Library 
VizSec 2009 Proceedings: IEEE Visualization and Graphics Tech. Committee 
VizSec 2008, 2007 Proceedings: Springer-Verlag 
VizSec 2006 Proceedings: ACM Digital Library 
VizSec 2005 Proceedings: IEEE Visualization and Graphics Tech. Committee 
VizSec 2004 Proceedings: ACM Digital Library 
 
 



 

 

Bibliography 

Visualizations in vulnerability management Page 82 of 96 

[WD09] Webdesigner Depot: 50 Great Examples of Data Visualization, blog post in June 2009. 
Available at: http://www.webdesignerdepot.com/2009/06/50-great-examples-of-data-
visualization/ 
 

[WF08] Leland Wilkinson, Micheal Friendly: The History of the Cluster Heat Map, online 
publication, 2008.  
Available at: http://www.cs.uic.edu/~wilkinson/Publications/heatmap.pdf 
 

[WK09] Wolfgang Kandek: The Laws of Vulnerabilities 2.0, Black Hat 2009 Edition. Available 
at: http://www.qualys.com/docs/Laws_2.0.pdf 
 

[WM10] Michael E. Whitman, Herbert J. Mattord: Management of Information Security, Course 
Technology, Boston, Third Edition, 2010 (ISBN 978-1435488847) 
 

[Zenmap] The Zenmap GUI User’s Guide.  
Available at: http://nmap.org/book/zenmap.html 
 

 
 
Additional Sources 
These are additional sources around the subject of information visualization. They are 
ordered by the author’s surname and provided for further reference. 
 
 Bertin, Jacques: Semiology of Graphics: Diagrams, Networks, Maps, The University of 

Wisconsin Press, Madison, 1983 (ISBN 0299090604) 
 

 Bishop, Matt: Research papers.  
Available at: http://nob.cs.ucdavis.edu/~bishop/papers/ 
 

 Data Visualization Tools.  
Available at: http://www.data-visualization-tools.com/topic/profile/digital-security/ 
 

 DAVIX Live CD for security visualization. Available at: http://www.secviz.org/node/89 
 

 Gerber, John: Google Visualization: An Example Graphing NVD CVE Data.  
Available at: http://blog.securitymonks.com/2010/04/16/google-visualization-an-example-
graphing-nvd-cve-data/ 
 

 Google maps mania, an unofficial Google Maps blog tracking the websites, mashups and tools 
being influenced by Google Maps. Available at: http://googlemapsmania.blogspot.com/ 
 

 Grootens, Joost: Graphic design, atlases. Available at: http://www.grootens.nl/2/10/11.html 
 

 GUESS, the graph exploration system. An exploratory data analysis and visualization tool for 
graphs and networks. Available at: http://graphexploration.cond.org/ 
 

 Hansen, Charles D., Johnson, Chris R.: The Visualization Handbook, Elsevier Academic Press, 
Burlington, 2005 (ISBN 012387582X) 
 

 Heer, Jefferey: Homepage at Stanford University.  
Available at: http://hci.stanford.edu/jheer/ 
 

 Information Visualization Resources. Available at: http://infovis.org 
 

 Jajodia Sushil: His website at George Mason University.  
Available at: http://csis.gmu.edu/jajodia/ 
 

 Mutzner, Tamara: Class on information visualization, University of British Columbia. Available at: 
http://www.cs.ubc.ca/~tmm/courses/infovis/ 
 



 

 

Bibliography 

Visualizations in vulnerability management Page 83 of 96 

 Mutzner, Tamara: Information Visualization: Principles, Methods, and Practice, book draft, 
planned to appear in 2012.  
Available at: http://www.cs.ubc.ca/~tmm/courses/infovis/book/ 
 

 Mutzner, Tamara: Process and Pitfalls in Writing Information Visualization Research Papers, 
University of British Columbia, 2008.  
Available at: http://www.cs.ubc.ca/labs/imager/tr/2008/pitfalls/pitfalls.pdf 
 

 Noel, Steven: Publications of Dr. Steven Noel, associate Director and senior research scientist, 
Center for Secure Information Systems (CSIS), George Mason University.  
Available at: http://csis.gmu.edu/noel/publications.html 
 

 Prefuse information visualization toolkit. Available at: http://prefuse.org/ 
 

 Scientific Applications & Visualization Group at the National Institute of Standards and 
Technology (NIST): Visualization and Analysis of the National Vulnerability Database.  
Available at: http://math.nist.gov/mcsd/savg/vis/NVD/index.html 
 

 Tufte, Edward R.: Beautiful Evidence, Graphics Press, Cheshire, 2006  
(ISBN 978-0961392178) 
 

 Tufte, Edward R.: Envisioning Information, Graphics Press, Cheshire, 1990  
(ISBN 0961392118) 
 

 Tulip data visualization software framework, Available at: http://tulip.labri.fr/TulipDrupal/ 
 

 User Interface Research at the Palo Alto Research Center.  
Available at: http://www2.parc.com/istl/projects/uir/ 
 

 Visual Literacy: An E-Learning Tutorial on Visualization for Communication, Engineering and 
Business. Available at: http://www.visual-literacy.org/ 
 

 Visual Literacy: Stairs to visual excellence.  
Available at: http://www.visual-literacy.org/stairs_of_viz/stairs_of_viz.html 
 

 Visualization Studies. Available at: 
http://www.elab.usilu.net/usi10anni/knowledge_domain_maps/visualization_scholars/ 
 

 Visualizing.org, a community of creative people making sense of complex issues through data 
and design... and a shared space and free resource to help you achieve this goal.  
Available at: http://www.visualizing.org/ 
 

 VisWeek, an annual forum for advances in scientific and information visualization.  
Available at: http://visweek.org 
 

 Wallace Chris: Visualization Methods from the Periodic Table (showing [LE15] in listed form). 
Available at: http://www.cems.uwe.ac.uk/xmldb/rest/db/Visualization/showAll.xql 
 

 Whitaker, Robert Bruce: Applying Information Visualization to Computer Security Applications, 
2010, Master Thesis at the Utah State University.  
Available at: http://digitalcommons.usu.edu/cgi/viewcontent.cgi?article=1632&context=etd  
 

 Whitehead, Nik: Course module on data visualization at the Department of Science at the 
University of Akureyri, Iceland. Available at: http://staff.unak.is/not/nicolaw/vis.html 
 

 yWorks, the diagramming company. Refer to: www.yworks.com 
 

 
 



 

 

Appendix A – visualizations for further reference 

Visualizations in vulnerability management Page 84 of 96 

Appendix!A!–!visualizations!for!further!reference!
This section holds examples of visual representations generated in the process of this work. 
They are bigger in size and are provided as a further reference. 
 

 
Treemap graph on the full results on the vulnerability scan over the 192.168.1/24 subnet. 
Refer to chapter 3.3.1 for more information. 
 

This is the same network graph as provided in Figure 27. The nodes are shown in elliptical 
form. I think that making a comparison of a shape’s size is easier using rectangles. 
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This is a representation of Figure 28 in the GraphViz “circo” layout. 
 

 
This is a variation of Figure 28 using the GraphViz “twopi” layout. 
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This figure represents Figure 28 in the GraphViz “neato” layout. 
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Appendix!B!–!source!code!listings!
This section contains the full listings for the program code explained throughout this work. 
 
Nbe-traceroute.pl 
This is the initial script used to extract the traceroute records from the Nessus NBE file and 
feed it to AfterGlow for further processing (refer to chapter 5.3). 
  1 #!/usr/bin/perl 
  2 # 
  3 # Script to extract traceroute records from an nbe-file and write them to csv- 
      format. 
  4 # Author: Marco Krebs 
  5 # ------------------------------------------------------------ 
  6 # Main program. 
  7 # ------------------------------------------------------------ 
  8 my $DEBUG = 0; 
  9 my $traceroute_icmp = 0; 
 10  
 11 # Read each line from the stdin 
 12 while ($line = <STDIN>) { 
 13     
 14     chomp ($line); 
 15     # next if ($line !~ /^results\s.*$/);   # ignore lines that do not start  
                                                  with the results keyword 
 16  
 17     # filter the traceroute records that have been obtained using icmp 
 18         if ($line =~ /^results.*here is the traceroute/) { 
 19         print "$line\n" if $DEBUG; 
 20  
 21         $line =~ s/^.*\s:\s\\n//;  # clear the text from the beginning of the  
                                         line to the IP address list 
 22                 $line =~ s/\\n\\n.*$/\\n/;  # remove the double newline  
                                                  character at the end of the line 
 23                 @traceroute = split (/\\n/, $line); 
 24  
 25                 # print the nth and (n+1)th IP starting at the first hop 
 26                 for ($i=0;$i<@traceroute-1;$i++){ 
 27                         print "$traceroute[$i],$traceroute[$i+1],1,meta2\n"; 
 28                 } # for 
 29  
 30         print "@traceroute\n" if $DEBUG; 
 31  
 32              
 33     } # if traceroute_udp 
 34  
 35  
 36         if (($line =~ /^results.*Here is the route recorded/) and  
                 $traceroute_icmp) { 
 37         print "$line\n" if $DEBUG; 
 38  
 39         $line =~ s/^.*\s:\\n//;  # clear the text from the beginning of the  
                                       line to the IP address list 
 40                 $line =~ s/\\n\\n.*$/\\n/;  # remove the double newline  
                                                  character at the end of the line 
 41                 @traceroute = split (/\.\\n/, $line); 
 42  
 43                 # print the nth and (n+1)th IP starting at the first hop 
 44                 for ($i=0;$i<@traceroute-1;$i++){ 
 45                         print "$traceroute[$i];$traceroute[$i+1]\n"; 
 46                 } # for 
 47  
 48         print "@traceroute\n" if $DEBUG; 
 49  
 50     } # if traceroute_icmp 
 51  
 52 } # while 
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Nbe-parser5.pl 
This is the latest version of the modified parser that does not rely on AfterGlow but creates 
DOT files on its own. It was used for the generation of the figures in chapters 5.4 and 5.5.  
  1 #!/usr/bin/perl 
  2 # 
  3 # Purpose: Parser to extract records from a Nessus nbe-file and translate them  
      into DOT language. 
  4 # Author: Marco Krebs 
  5 # History: 
  6 # v0.1 - extract traceroute information and output them in csv-format so that  
      it can be fed to AfterGlow 
  7 # v0.2 - instead of using AfterGlow, produce a DOT file directly 
  8 # v0.3 - apply color scheme according to CVSS scores per node 
  9 # v0.4 - vary node size based on the number of vulnerabilities found per node 
 10 # v0.5 - use of subgraphs and aggregation based on the fdp layout 
 11  
 12 # tutorials on hashes and arrays: 
 13 # http://perldoc.perl.org/perldsc.html 
 14 # http://docstore.mik.ua/orelly/perl3/prog/ch09_04.htm 
 15 # http://htmlfixit.com/cgi-tutes/ 
      tutorial_Perl_Primer_014_Advanced_data_constructs_A_hash_of_hashes.php 
 16 # 
 17 # ------------------------------------------------------------ 
 18 # Main program. 
 19 # ------------------------------------------------------------ 
 20  
 21 # Global variables 
 22 # ------------------------------------------------------------ 
 23 my $DEBUG = 0; 
 24 my $verbose = 1; 
 25 my $version = 0.5; 
 26 # layouts of interests are (refer to http://www.graphviz.org/About.php for   
      more): 
 27 # dot - hierarchical layouts 
 28 # twopi - radial layouts, parameters: root=center node, overlap="false" or   
     "scale" 
 29 # circo - circular layouts, parameters: root=center node 
 30 # fdp -  unidirected graphs using the spring model 
 31 # sfdp - like fdp but for large graphs 
 32 # osage - clustered graphs 
 33 my $graph_layout = "fdp"; 
 34 my $graph_shape = "box"; 
 35  
 36 # as they are more reliable, use traceroute information obtained via udp by   
      default 
 37 my $traceroute_icmp = 0; 
 38  
 39 my $edgelen = 3;  # default edge length 
 40 my $labelColor = "black"; # default label color 
 41 my $netColor = "blue"; # default subgraph/subnet color 
 42 my $defaultNodeSize = 0.2;  # default node size 
 43 my $maxNodeSize = 4; # maximum node size 
 44 my $fillcolor = "antiquewhite"; # default fill color 
 45 my $options = ""; 
 46  
 47 # definitions used in this script 
 48  
 49 # this is the risk scale used to map CVSS values to numbers 
 50 # NessusRiskFactors = ("None", "Low", "Medium", "High", "Critical"); 
 51 my %riskScale = ( # the range of CVSS scores, if higher than value 
 52     'critical' => 8 , 
 53     'important' => 6 , 
 54     'moderate' => 4 , 
 55     'low' => 2 , 
 56     'info' => 0  ); 
 57  
 58 # risk scales ordered by severity level 
 59 my @severityLevels = sort {$riskScale{$b} <=> $riskScale{$a}} keys %riskScale; 
 60  
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 61 my %riskColor = ( # fill color according to risk level 
 62     'critical' => "red" , 
 63     'important' => "orange" , 
 64     'moderate' => "yellow" , 
 65     'low' => "lightblue" , 
 66     'info' => $fillcolor 
 67 ); 
 68  
 69 # template for the nodeList associative array (hash structure): my  
      $nodeListTemplate = { 
 70 #    'nodeAttr' => { 'fillcolor' => 'antiquewhite', 'label' => 'label' } , 
 71 #    'vulnCount' => { 'critical' => 0 , 'important' => 0 , 'moderate' => 0 ,  
         'low' => 0 , 'info' => 0 } 
 72 #    'subnet' = <subnet string> }; 
 73 my %nodeList = ();      # this hash holds all the nodes and attributes 
 74 my $nodeCount = 0;      # number of elements are in the parent hash 
 75 my $attrCount = 0;      # number of dot-language attributes per node 
 76 my $nodeIP = "";        # a node's  IP address (this is the hash key) 
 77 my $network = "";       # the network a node belongs to 
 78  
 79 # The network topology is modeled in a hash structure with the links as the  
      key index. 
 80 # By doing this, redundant traceroute connections are aggregated 
 81 my %networkMap = ();    # this hash structure holds the network topology 
 82 my %aggregatedMap = (); # the network topology aggregated by subnets 
 83 my %subnets = ();       # holds all the subnets found 
 84 my $edge = "";          # the hash key 
 85 my $edgeCount = 1;      # edge counter 
 86  
 87 my $scanIP = "";        # the IP address of the scan host 
 88 my $lineData = "";      # working string to extract the scan results 
 89 my $vulnsPerNode = 1;   # vulnerability counter 
 90  
 91 my $srcIP = ""; 
 92 my $dstIP = ""; 
 93  
 94 # start writing the DOT file 
 95 # ------------------------------------------------------------ 
 96  
 97 # write DOT-file header 
 98 print "digraph structs {\n"; 
 99 print "layout=$graph_layout;\n"; 
100 print "graph [label=\"nbe-parser v".$version."\", fontsize=20 ];\n"; 
101 print "node [shape=$graph_shape, style=filled, penwidth=1, fontsize=14,  
          width=$defaultNodeSize, height=$defaultNodeSize, fontcolor=$labelColor  
          $options];\n"; 
102 print "edge [len=$edgelen];\n"; 
103  
104  
105 # Read each line from stdin 
106 while ($line = <STDIN>) { 
107     chomp ($line); 
108     print STDERR "$line\n" if $DEBUG; 
109  
110     # collecting the nodes 
111     next if ($line !~ /^results.*$/);   # ignore lines that do not start with  
                                              the results keyword 
112     print STDERR "$line\n" if $DEBUG; 
113  
114     # separate the different reportItem elements and assign the IP address to  
          the node list 
115     @elements = split (/\|/, $line); 
116     # the node IP is always at position three of the result string:  
          results|10.18.11|10.18.11.72| 
117     $network = $elements[1]; 
118     $nodeIP = $elements[2]; 
119     if (exists $nodeList{$nodeIP}) { 
120         # nothing to do, the node is already in the list 
121     } 
122     else { 



 

 

Appendix B – source code listings 

Visualizations in vulnerability management Page 90 of 96 

123         # add the node to the list, define default attributes, and set the  
              vulnerability counters to zero 
124         $nodeList{$nodeIP}->{'subnet'} = $network; 
125         $nodeList{$nodeIP}->{'nodeAttr'}->{'fillcolor'} = $fillcolor; 
126         $nodeList{$nodeIP}->{'nodeAttr'}->{'label'} = "\"$nodeIP\"" ; # set the  
                                                                         node label 
127         foreach $range ( keys %riskScale ) {$nodeList{$nodeIP}->{'vulnCount'} 
                                                                  ->{$range} = 0; } 
128  
129         $nodeCount = scalar (keys %nodeList ); 
130         print STDERR "adding node $nodeCount: $nodeList{$nodeIP}->{'nodeAttr'} 
                                                       ->{'label'}\n" if $verbose; 
131     } # if then else 
132     if (exists $subnets{$network}) { 
133         # nothing to do, the network is already in the list 
134     } 
135     else { 
136         # add the network to the list and count the number of hosts per network 
137         $subnets{$network} = 1; 
138         print STDERR "adding network $network: $subnets{$network}\n" if  
                                                                         $verbose; 
139     } 
140  
141     # search for the IP address of the scan host and add it to the node list  
          (there are no scan results for it) 
142     if ($line =~ /Scanner IP :/) { 
143         $lineData = $line; 
144         # clean everything but the IP address of the scan host (memorized in  
              parenthesis) 
145         $lineData =~ s/^.*\\nScanner IP :  
                                (\d{1,3}\.\d{1,3}\.\d{1,3}\.\d{1,3})\\n.*$/$1/; 
146 next if ( $lineData != "10.15.1.102" ); # ugly fix for the time being (I have  
                  merged scan results from completely different networks together) 
147         $scanIP = $lineData; 
148         if (exists $nodeList{$scanIP}) { 
149             # nothing to do, the node is already in the list 
150         } 
151         else { 
152             # add the node to the list but with a different color 
153             $nodeList{$scanIP}->{'nodeAttr'}->{'fillcolor'} = "grey"; 
154             $nodeList{$scanIP}->{'nodeAttr'}->{'label'} = "\"$scanIP\\nScan  
                                                    Host\"" ; # set the node label 
155             foreach $range ( keys %riskScale ) { $nodeList{$scanIP} 
                                                   ->{'vulnCount'}->{$range} = 0; } 
156         } # if then else 
157     } # if scan host 
158  
159     # search for vulnerabilities with a CVSS score and apply color scheme to  
          the corresponding node 
160     if ($line =~ /CVSS Base Score/) { 
161         $lineData = $line; 
162  
163         # extract the CVSS score 
164         # \n\nRisk factor :\n\nMedium / CVSS Base Score : 6  
              \n(AV:R/AC:L/Au:NR/C:N/A:N/I:N/B:N)\n\n 
165         $lineData =~ s/^.*CVSS Base Score : (\d{1,2}).*$/$1/; 
166  
167         # increment the vulnerability counter according to the range defined  
              above 
168         if ( $lineData >= $riskScale{'critical'}) { 
169             # increment counter and set fillcolor to the one defined above 
170             $nodeList{$nodeIP}->{'vulnCount'}->{'critical'}++; 
171             $nodeList{$nodeIP}->{'nodeAttr'}->{'fillcolor'} =  
                                                        $riskColor{'critical'}; 
172         } 
173         elsif ($lineData >= $riskScale{"important"} ) { 
174             # increment but set color only if there are no more severe  
                  vulnerabilties 
175             $nodeList{$nodeIP}->{'vulnCount'}->{'important'}++; 
176             if ( $nodeList{$nodeIP}->{'vulnCount'}->{'critical'} == 0) { 
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177                 $nodeList{$nodeIP}->{'nodeAttr'}->{'fillcolor'} =  
                                                        $riskColor{'important'}; 
178             } 
179         } 
180         elsif ($lineData >= $riskScale{"moderate"} ) { 
181             # increment but set color only if there are no more severe  
                  vulnerabilities 
182             $nodeList{$nodeIP}->{'vulnCount'}->{'moderate'}++; 
183             if (($nodeList{$nodeIP}->{'vulnCount'}->{'critical'} == 0) and  
                   ($nodeList{$nodeIP}->{'vulnCount'}->{'important'} == 0 )) { 
184                 $nodeList{$nodeIP}->{'nodeAttr'}->{'fillcolor'} =  
                                                         $riskColor{'moderate'}; 
185             } 
186         } 
187         elsif ($lineData >= $riskScale{"low"} ) { 
188             # increment counter but set color only if there are no more severe  
                  vulnerabilities 
189             $nodeList{$nodeIP}->{'vulnCount'}->{'low'}++; 
190             if (($nodeList{$nodeIP}->{'vulnCount'}->{'critical'} == 0) and  
                   ($nodeList{$nodeIP}->{'vulnCount'}->{'important'} == 0 ) 
191                 and ($nodeList{$nodeIP}->{'vulnCount'}->{'moderate'} == 0)) { 
192                 $nodeList{$nodeIP}->{'nodeAttr'}->{'fillcolor'} =  
                                                          $riskColor{'low'}; 
193             } 
194         } 
195         elsif ($lineData >= $riskScale{"info"} ) { 
196             # increment counter but set color only if there are no more severe  
                  vulnerabilities 
197             $nodeList{$nodeIP}->{'vulnCount'}->{'info'}++; 
198             if (($nodeList{$nodeIP}->{'vulnCount'}->{'critical'} == 0) and  
                   ($nodeList{$nodeIP}->{'vulnCount'}->{'important'} == 0 ) 
199                 and ($nodeList{$nodeIP}->{'vulnCount'}->{'moderate'} == 0)  
                    and ($nodeList{$nodeIP}->{'vulnCount'}->{'low'} == 0)) { 
200                 $nodeList{$nodeIP}->{'nodeAttr'}->{'fillcolor'} =  
                                                          $riskColor{'info'}; 
201             } 
202         } # if riskScale critical elsif info 
203  
204         print STDERR "$nodeIP CVSS score $lineData added\n"; 
205     } # if vulnerabilities 
206  
207     # build the network hierarchy by evaluating the traceroute records 
208     if ($line =~ /^results.*here is the traceroute/) { 
209         print STDERR "$line\n" if $DEBUG; 
210  
211         $line =~ s/^.*\s:\s\\n//;  # clear the text from the beginning of the  
                                         line to the IP address list 
212         $line =~ s/\\n\\n.*$/\\n/;  # remove the double newline character at  
                                          the end of the line 
213         @traceroute = split (/\\n/, $line); 
214         print STDERR "@traceroute\n" if $DEBUG; 
215  
216         # collect the edges by printing the nth and (n+1)th IP address starting  
              at the first hop 
217         for ($i=0;$i<@traceroute-1;$i++){ 
218             print STDERR "\"$traceroute[$i]\" -> \"$traceroute[$i+1]\";\n" if  
                                                                           $DEBUG; 
219             $srcIP = $traceroute[$i]; 
220             $dstIP = $traceroute[$i+1]; 
221             $edge = "\"$traceroute[$i]\" -> \"$traceroute[$i+1]\";" ; 
222             if (exists $networkMap{$edge}) { 
223                 # the edge already exists, increment edge counter 
224                 $networkMap{$edge}->{'edgecount'}++; 
225             } 
226             else { 
227                 # add a new one to the list 
228                 $networkMap{$edge}->{'edgecount'} = 1; 
229 #               $networkMap{$edge}->{'cluster'} = ""; 
230             } # if then else 
231         } # for 
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232  
233     } # if traceroute_udp 
234  
235 } # while data from STDIN 
236  
237 # add vulnerability counters to node label, ordered by severity level 
238 my $levelCount = @severityLevels; # get the total number of severity levels 
239 foreach $node ( keys %nodeList ) { 
240     next if ( $node == $scanIP );  # no need to print the vulnerability  
                                         counters on the scan host 
241     my $label = "("; 
242     my $i = 0; 
243     # concatenate label string in the form of (0/1/7/7/9), the number of  
          vulnerabilities per severity level 
244     foreach $level ( @severityLevels ) { 
245         $label = "${label}$nodeList{$node}->{'vulnCount'}->{$level}"; 
246         if ( ++$i < $levelCount ) { $label = "${label}/" } else { $label =  
                                                                     "${label})" }; 
247     }; # foreach severity level 
248     print STDERR "adding to label $node: $label\n" if $verbose; 
249     # remove the terminating " from the existing label 
250     my $oldLabel = $nodeList{$node}->{'nodeAttr'}->{'label'}; 
251     $oldLabel =~ s/^(.*)\"$/$1/; 
252     # and set the new node label 
253     $nodeList{$node}->{'nodeAttr'}->{'label'} = "${oldLabel}\\n $label\"" ; 
254 } # foreach key in nodeList 
255  
256 # calculate node size according to the number of vulnerabilitites found on that  
      node 
257 foreach $node ( keys % nodeList ) { 
258     $vulnsPerNode = 1; 
259     # count the number of moderate, important, and critical issues and set the  
          node size accordingly 
260     $vulnsPerNode = $nodeList{$node}->{'vulnCount'}->{'critical'} +  
        $nodeList{$node}->{'vulnCount'}->{'important'} +  
        $nodeList{$node}->{'vulnCount'}->{'moderate'}; 
261     $nodeList{$node}->{'nodeAttr'}->{'width'} = $vulnsPerNode *   
                                                            $defaultNodeSize; 
262     $nodeList{$node}->{'nodeAttr'}->{'height'} = $vulnsPerNode *  
                                                            $defaultNodeSize; 
263 } # foreach key in nodelist 
264  
265  
266 # print the scan host 
267 print "\n\"$scanIP\" [ "; 
268 $i = 0; 
269 $attrCount = scalar (keys %{ $nodeList{$scanIP}{'nodeAttr'} } ); 
270 foreach $attribute ( sort keys %{ $nodeList{$scanIP}{'nodeAttr'} }) { 
271     print "$attribute=$nodeList{$scanIP}->{'nodeAttr'}->{$attribute}"; 
272     if ( ++$i < $attrCount ) { print ", "} else { print " ]\n" }; 
273 }; # foreach key in nodeAttr 
274  
275 # print subgraphs for each subnet 
276 foreach $network ( sort keys %subnets ) { 
277     my $netLabel = $network; 
278     $netLabel =~ s/\./_/g;  # replace dots with underline (these are printable) 
279     print "\nsubgraph cluster$netLabel {\n"; 
280     print "\tcolor=$netColor;\n"; 
281     print "\tlabelloc=b;\n"; 
282     print "\tlabel=\"$network network\";\n\n" ; 
283  
284     # print nodes for subnet 
285     foreach $node ( sort keys %nodeList ) { 
286         next if (($nodeList{$node}->{'subnet'} != $network) or  
           ($nodeList{$node} == $scanIP));  # the host belongs to another subnet 
287         print "\t\"$node\" [ "; 
288         $i = 0; 
289         $attrCount = scalar (keys %{ $nodeList{$node}{'nodeAttr'} } ); 
290         foreach $attribute ( sort keys %{ $nodeList{$node}{'nodeAttr'} }) { 
291             print "$attribute=$nodeList{$node}->{'nodeAttr'}->{$attribute}"; 
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292             if ( ++$i < $attrCount ) { print ", "} else { print " ]\n" }; 
293         }; # foreach key in nodeAttr 
294     } # foreach key in nodeList 
295  
296     print "}\n\n"; 
297 } # foreach 
298  
299 # print the edges in DOT language 
300 # foreach $edge ( sort keys %networkMap) { print "$edge\n" }; 
301 # aggregation by subnet 
302 foreach $network ( sort keys %subnets ) { 
303     print STDERR "network: $network \n" if $verbose; 
304     my $netLabel = $network; 
305     $netLabel =~ s/\./_/g;  # replace dots with underline (these are printable) 
306     foreach $edge ( sort keys %networkMap ) { 
307         # extract source and destination IPs from map 
308         $dstIP = $edge; 
309         $dstIP =~ s/^.*-> \"(\d{1,3}\.\d{1,3}\.\d{1,3}\.\d{1,3}).*$/$1/; 
310         $srcIP = $edge; 
311         $srcIP =~ s/^\"(\d{1,3}\.\d{1,3}\.\d{1,3}\.\d{1,3})\" ->.*$/$1/; 
312         # check if destination belongs to a known subnet 
313         if ( $dstIP =~ /^$network\./) { 
314             print STDERR "$dstIP belongs to $network \n" if $verbose; 
315             $networkMap{$edge}->{'cluster'} = "cluster$netLabel";       # mark  
                                                the host as part of a known subnet 
316             print STDERR "edge belongs to $networkMap{$edge}->{'cluster'}\n" if  
                                                                         $verbose; 
317             $edge = "\"$srcIP\" -> \"cluster$netLabel\";"; 
318             if (exists $networkMap{$edge}) { 
319                 # the edge already exists, increment edge counter 
320                 $networkMap{$edge}->{'edgecount'}++; 
321             } 
322             else { 
323                 # add a new one to the list 
324                 $networkMap{$edge}->{'edgecount'} = 1; 
325                 print STDERR "adding new edge $edge\n" if $verbose; 
326             } # if then else 
327         } # if dstIP is part of known subnet 
328     } # foreach edge in networkMap 
329 } # for each network 
330  
331 foreach $edge ( sort keys %networkMap ) { 
332     print STDERR "aggregation: $edge belongs to $networkMap{$edge} 
        ->{'cluster'}...(count=$networkMap{$edge}->{'edgecount'})\n" if $verbose; 
333     if ( ($networkMap{$edge}->{'cluster'}) ) { 
334         # the connection belongs to a known subnet, nothing to do 
335         print STDERR "$edge will be suppressed because it belongs to  
                                  $networkMap{$edge}->{'cluster'}\n" if $verbose; 
336     } 
337     else {  # the connection has no subnet assigned, therefore print it 
338         print STDERR "$edge will be printed\n" if $verbose; 
339         print "$edge\n"; 
340     } # if then else 
341 }; # foreach edge 
342  
343 # write dot footer 
344 print "\n}\n"; 
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Nbe-treemap-parser.pl 
This is the source code of the treemap parser introduced in chapter 5.6. It is used to 
translate the vulnerability records to TreeMap TM3 format. 
  1 #!/usr/bin/perl 
  2 # 
  3 # Purpose: Parser to extract vulnerability records from a Nessus nbe-file and  
      translate them into TreeMap tm3 format. 
  4 # Author: Marco Krebs 
  5 # History: 
  6 # v0.1 - extract traceroute information and output them in TreeMap tm3-format 
  7  
  8 my $hostFilter = "10.10.1.243";  # the IP we are looking for 
  9 my $line = ""; 
 10 my @elements = ""; 
 11 my $network = ""; 
 12 my $host = ""; 
 13 my $service = ""; 
 14 my $pluginID = ""; 
 15 my $type = ""; 
 16 my $description = ""; 
 17 my $synopsis = ""; 
 18 my $cvss = ""; 
 19  
 20 # print treemap tm3 header 
 21 print "network\thost\tservice\tcvss\n"; 
 22 print "STRING\tSTRING\tSTRING\tFLOAT\n"; 
 23  
 24 # Read each line from stdin 
 25 while ($line = <STDIN>) { 
 26     chomp ($line); 
 27  
 28     # collecting the vulnerabilities 
 29     next if ($line !~ /^results.*$/);   # ignore lines that do not start with  
                                              the results keyword 
 30     #print STDERR "$line\n"; 
 31     @elements = split (/\|/, $line); 
 32  
 33     # the node IP is always at position three of the result string:  
          results|10.18.11|10.18.11.72|<service>|Nessus plugin id|type|description 
 34     $network = $elements[1]; 
 35     $host = $elements[2]; 
 36     $service = $elements[3]; 
 37     $pluginID = $elements[4]; 
 38     $type = $elements[5]; 
 39     $description = $elements[6]; 
 40  
 41     if ( $host =~ /^$hostFilter$/ ) { 
 42        $synopsis = $description; $synopsis =~  
           s/^Synopsis :\\n\\n(.*)\\n\\nDescription.*$/$1/; $synopsis =~ s/\\n//g; 
 43        if ((!$synopsis) and ($service =~ /^.*(\d+)\/.*/) )  
                                                     { $synopsis = "open port" }; 
 44         $cvss = $description; $cvss =~ s/.*CVSS Base  
                                                    Score\s*:\s*([\d\.]+).*/$1/; 
 45         if ($cvss !~ /^[\d\.]+$/) { $cvss = 1; } 
 46         if ($cvss <= 1 ) { $cvss = 1 }; # adding a little offset so that the  
                                              box is shown in the treemap 
 47  
 48         if ( $pluginID == "" ) { print "$network\t$host\t$service:  
                                            $synopsis\t$cvss\n"; } 
 49         else { print "$network\t$host\t$service: $synopsis  
                                            [pluginID=$pluginID]\t$cvss\n"; } 
 50  
 51     } # if host matches our filter 
 52 }  # while 
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Appendix!C!–!project!timeline!and!document!history!
The picture below shows the project timeline as planned in October 2011. It is based on the 
fact that I was able to dedicate at least one working day per week to this project. With a few 
exceptions, the plan has been followed. The document history shows my activities in more 
detail. 
 

 
 
 

version date status changes and remarks 
0.01 Oct 03, 2011 draft Document created, introduction 
0.10 Oct 04, 2011 draft Introduction 
0.11 Oct 05, 2011 draft Visualization theory 
0.12 Oct 06, 2011 draft Visualization theory 
0.13 Oct 07, 2011 draft Visualization theory 
0.14 Oct 10, 2011 draft Information visualization process 
0.15 Oct 14, 2011 draft Conti’s book, new resources added 
0.16 Oct 16, 2011 draft additional resources, types of graphs 
0.17 Oct 17, 2011 draft Graph types, new references 
0.18 Oct 19, 2011 draft Graph types and new resources 
0.19 Oct 20, 2011 draft Graph types and new resources 
0.20 Oct 22, 2011 draft NAVIGATOR, GARNET, NetSPA 
0.21 Oct 24, 2011 draft Graph types, new papers added 
0.22 Oct 27, 2011 draft New papers, graph types, new references 
0.23 Oct 30, 2011 draft new references, treemaps 
0.24 Oct 31, 2011 draft graph types, treemaps 
0.25 Nov 04, 2011 draft visualization process 
0.26 Nov 06, 2011 draft Node-link graphs 
0.27 Nov 07, 2011 draft Node-link graphs 
0.28 Nov 10, 2011 draft DBIR 2010 results, comments on graphs 
0.29 Nov 12, 2011 draft Attack trees 
0.30 Nov 14, 2011 draft Attack trees, NetSPA+ 
0.31 Nov 21, 2011 draft Attack trees, TVA 
0.32 Nov 22, 2011 draft Attack trees 
0.33 Nov 28, 2011 draft Hyperbolic trees (RadialNet/Zenmap) 
0.34 Nov 29, 2011 draft Chapter 2 conclusion, splunk 
0.35 Nov 30, 2011 draft Chapter 3, MSRS 
0.36 Dec 02, 2011 draft Symantec TRS, CVSSv2 
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version date status changes and remarks 
0.37 Dec 05, 2011 draft OSVDB, CVE 
0.38 Dec 12, 2011 draft Misc. corrections, text rewrite 
0.39 Dec 19, 2011 draft Classifications of vulnerabilities and attacks 
0.40 Dec 20, 2011 draft CWE 
0.41 Dec 27, 2011 draft CAPEC, chapter 4 conclusion, corrections 
0.50 Dec 28, 2011 draft First draft to the project supervisor 
0.51 Dec 29, 2011 draft Chapter 5, problem definition 
0.52 Dec 30, 2011 draft Vulnerability scoring/classification proposal 
0.53 Dec 31, 2011 draft Improved scoring/classification system 
0.54 Jan 02, 2012 draft Improved scoring system 
0.55 Jan 05, 2012 draft Real-world DeepSight advisory example 
0.56 Jan 09, 2012 draft Chapter 5, data analysis, data processing 
0.57 Jan 10, 2012 draft Chapter 5, data processing, nbe-parser 
0.58 Jan 11, 2012 draft Chapter 5, visual transformation, nbe-parser 
0.59 Jan 12, 2012 draft Chapter 5, visual transformation, nbe-parser 
0.60 Jan 13, 2012 draft Chapter 5, visual transformation, nbe-parser 
0.61 Jan 14, 2012 draft Chapter 5, testing GraphViz layouts 
0.62 Jan 16, 2012 draft Chapter 5, view transformation, aggregation 
0.63 Jan 17, 2012 draft Chapter 5, view, interpret and decide 
0.64 Jan 18, 2012 draft Chapter 5, conclusion 
0.65 Jan 23, 2012 draft Conclusion 
0.66 Jan 25, 2012 draft Trends, Data rEvolution paper 
0.67 Jan 28, 2012 draft Trends and outlook 
0.68 Jan 29, 2012 draft Conclusion, executive summary 
0.70 Jan 30, 2012 draft Second draft to project supervisor 
0.71 Feb 02, 2012 draft Chapter 2 review and corrections 
0.72 Feb 05, 2012 draft Chapter 3 review and corrections 
0.73 Feb 06, 2012 draft Chapters 3 and 4 review and corrections 
0.74 Feb 08, 2012 draft Chapter 4 review and corrections 
0.75 Feb 11, 2012 draft Greg’s feedback, chapter 5 review 
0.76 Feb 13, 2012 draft Chapters 5 and 6 review, feedback Bruno 
0.77 Feb 16, 2012 draft Bruno’s feedback 
0.78 Feb 17, 2012 draft Chapter 6 review, consolidation of captions  
0.79 Feb 20, 2012 draft Appendix A-C, formatting, bibliography 
0.80 Feb 22, 2012 draft Chapter 2 adjustments, feedback Christoph 
0.81 Feb 23, 2012 draft Feedback Didi, vuln. mgmt. app. architecture 
0.82 Feb 25, 2012 draft Overall review, management summary 
0.90 Feb 27, 2012 draft Third draft to the project supervisor 
0.91 Feb 29, 2012 draft Reflection of achievements, layout 
0.92 Mar 04, 2012 draft Layout, spelling and grammar 
0.93 Mar 05, 2012 draft Visual analysis taxonomy paper 
1.0 Mar 08, 2012 released Document released 
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